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ABSTRACT

Real-world images are rarely degraded by a single factor; instead, multiple corrup-
tions such as low-light, haze, rain, and blur frequently co-exist and interact across var-
ious spatial scales. This mixed-degradation setting exposes critical limitations in cur-
rent all-in-one restoration methods, which often rely on single-label representations and
spatially uniform conditioning. Such approaches fail to model non-exclusive mixtures
and capture what degradations are present without identifying where they occur, while
providing limited diagnostic transparency for model decisions in practical applications.
To address these gaps, we propose the Composite Degradation Semantic Modulation
Network (CDSM-Net), a novel framework that decouples degradation reasoning from re-
construction. Our architecture integrates three core components: a wavelet-structured
backbone (WAVeViM) for frequency separation, a vision-language semantic controller
(MDSM) for multi-label prediction, and a self-gated spatial modulation (SGSM) inter-
face for localized feature conditioning. By leveraging a prototype memory bank and
routing weights, the MDSM provides an inspectable intermediate degradation signal and
generates a global conditioning code that the SGSM translates into pixel-wise modulation
without external masks. Experimental results on composite benchmarks and real-world
datasets demonstrate the model’s effectiveness. On the CDD-11 benchmark, CDSM-Net
achieves an average PSNR of 29.47 dB and SSIM of 0.9883, improving PSNR by +0.74 dB
over OneRestore and attaining the highest average structural similarity among compared
state-of-the-art methods. Additional blur-aware stress analysis on CDD-13 further sup-
ports the model’s robustness under mixed-frequency composite corruption. Evaluations
on the real-world LOL-v2 dataset yield an NIQE of 5.1309, outperforming representative
low-light baselines and indicating improved generalization under domain shift. Overall,
these results establish CDSM-Net as a robust framework with inspectable degradation

routing for resolving non-exclusive mixed degradations in diverse imaging environments.

Keywords: All-in-one image restoration, mixed/composite degradation, vision-
language guidance, spatial feature modulation, wavelet decomposition, state-space

models.
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Chapter 1

Introduction

Image restoration is a core problem in low-level vision because image degradations di-
rectly affect both human visual perception and the reliability of downstream computer
vision systems. In practical imaging pipelines, degradations arise from sensor noise, low
illumination, camera motion, defocus, atmospheric scattering, and adverse weather, of-
ten under conditions where degradation type and severity are not known in advance
2, 3, 4, 5]. Classical restoration methods based on hand-crafted priors and model-based
optimization established important foundations for denoising and inverse problems, but
their assumptions are often restrictive when degradations are complex or jointly present
in real scenes [6, 7, 8, 9].

Data-driven restoration has significantly advanced the field by learning stronger pri-
ors from paired or synthetic training data, and modern deep models have achieved
strong results across many restoration tasks. Farly deep restoration models demon-
strated the advantage of end-to-end learning, while later transformer- and hybrid-based
models improved long-range dependency modeling and high-resolution restoration qual-
ity [10, 11, 12, 13]. Lightweight and efficient architectures further improved practicality
without sacrificing accuracy in many settings [14, 15]. However, most of these successes
were first established in single-degradation or task-specific settings, where the restoration
objective is comparatively well-defined [14, 13, 11].

To reduce the burden of deploying separate models for different degradations, all-
in-one image restoration (AiOIR) and universal restoration frameworks have become an
active research direction [16, 17]. Representative methods have explored unified degrada-
tion modeling, prompt-based conditioning, ingredient-oriented learning, and instruction-
guided restoration to support multiple tasks in a single framework [18, 19, 20]. More re-
cent work has extended this direction through composite degradation modeling, diffusion-
based universal restoration, adaptive frequency modulation, and degradation representa-

tion learning, reflecting the field’s shift toward broader degradation coverage and stronger



generalization [21, 22, 23, 24, 25, 26]. In parallel, efficient adaptation and pretraining
strategies have also been explored to improve deployability and robustness in blind all-
in-one restoration [27, 28, 29].

Another important trend is the use of vision-language priors and controllable semantic
guidance for image restoration. Vision—language models such as CLIP provide transfer-
able semantic representations, and recent restoration works have investigated how these
priors can improve controllability and multi-task restoration behavior [30, 31, 32].

Recent advances in unified restoration, diffusion-based restoration, and semantic guid-
ance have significantly expanded the scope of image restoration beyond single-task set-
tings [21, 22, 23, 30, 31]. Nevertheless, real-world mixed degradations remain challenging
because they are often non-exclusive, spatially heterogeneous, and difficult to characterize

reliably under blind conditions [3, 5, 33, 34, 35].

1.1 Motivation

High-quality imagery is a prerequisite for both human-centered applications (computa-
tional photography, mobile imaging, video conferencing) and machine-centered applica-
tions (autonomous driving, surveillance, remote sensing). In these settings, restoration
is not merely cosmetic: degradations can conceal fine structures, reduce contrast, and
destabilize downstream perception. However, real-world capture conditions are hetero-
geneous and non-stationary. A deployed system must operate on unknown mixtures of
degradations without access to ground-truth degradation parameters, and it must do so
efficiently.

Recent advances in deep restoration have delivered impressive results on single-task
benchmarks, largely by scaling expressive backbones (CNNs and Transformers) and im-
proving training losses [36, 13, 14, 11]. Yet these successes expose a practical gap: perfor-
mance often degrades when the corruption distribution shifts, when multiple degradations
co-occur, or when degradations are spatially localized. This motivates restoration sys-
tems that can (a) infer an explicit degradation state, (b) condition restoration based on
that state, and (c) localize corrections without requiring external spatial annotations.

Vision—language guidance is attractive because language can express degradations at

a semantic level (e.g., “low-light with haze and rain”), and VLM embeddings can provide



robust global context. Nonetheless, naive conditioning with VLM features is insufficient:
embeddings are entangled with content and may not produce a clean separation between
“scene semantics” and “degradation semantics.” This motivates a structured controller
that extracts an interpretable multi-label degradation representation and uses it to drive

restoration through a principled modulation mechanism.

1.2 Statement of the Problem

All-in-one image restoration (AiOIR) has become an important direction in low-level vi-
sion because it reduces the need to maintain separate models for denoising, deblurring,
deraining, dehazing, and related restoration tasks [16, 19]. Recent methods have improved
unified restoration through prompts, instructions, latent priors, and diffusion-based for-
mulations [20, 22, 23, 21]. However, real images often contain mixed and spatially varying
degradations, where multiple artifacts co-exist with different intensities and overlap across
the scene [3, 5, 33]. In this setting, the main challenges are: non-exclusive degradation
representation, spatial specificity of conditioning, limited verifiability of degradation rea-
soning, and the combined challenge of multi-objective conflict and composite-degradation
robustness [21, 34, 35].

A first challenge is non-exclusive degradation representation, namely identifying what
degradations are present and how strongly they manifest when degradations co-occur.
Several AiOIR methods use prompts, instructions, or compact latent controls to guide a
unified restorer, and these strategies improve task coverage in practice [19, 20, 22]. Nev-
ertheless, many representations remain implicit, coarse, or effectively single-choice when
mixtures are complex, which can bias restoration toward a dominant degradation while
weaker degradations remain under-corrected [16, 18, 21]. Recent degradation-aware priors
and prompt-state modeling move toward finer degradation descriptions, but mixed/com-
posite restoration still requires more faithful non-exclusive representation of degradation
type and severity [34, 37, 38].

A second challenge is spatial specificity, because real degradations are not uniformly
distributed across pixels. Some degradations are global, some are local, and others overlap
with different intensities in different regions, so a global cue does not directly specify

where restoration should be applied [39, 33, 21]. This is especially important in mixed



settings where localized artifacts co-exist with scene-level corruption. In conditioning-
based networks, feature-wise modulation can adapt channels effectively, but channel-
only conditioning is spatially uniform unless an explicit spatial mechanism is introduced
[40, 41]. As a result, current AiOIR systems may still over-correct relatively clean regions
or under-correct strongly degraded regions when the conditioning signal is not sufficiently
spatially grounded [12, 15, 22].

A third challenge is limited diagnostic transparency of degradation reasoning. As
AiOIR models increasingly rely on prompts, latent codes, diffusion guidance, or expert
routing, it becomes harder to inspect whether the model correctly identified the degrada-
tion composition before restoration and why a failure occurs in real images [19, 23, 42].
This matters in practice because, under blind mixed-degradation restoration, benchmark
labels are usually unavailable at inference time and visual plausibility alone is not always
sufficient to verify whether the restoration process was guided by the correct degradation
assumption. The issue is more pronounced for semantic guidance because general vision-
language embeddings may encode image content and degradation cues jointly unless they
are explicitly adapted for degradation-aware control [31, 43, 38]. Therefore, this work
treats inspectable intermediate degradation reasoning primarily as a diagnostic aid for
failure analysis and trustworthy deployment, rather than as an independent restoration
objective [34, 21, 35].

A fourth challenge is the joint problem of multi-objective conflict and composite-
degradation robustness. In mixed restoration, different degradations require competing
operations, so optimizing one objective can weaken another (for example, detail ampli-
fication for deblurring may conflict with suppression behavior needed for denoising or
deraining), which leads to task interference and unstable training [44, 45, 46]. Recent
works explicitly recognize this through uncertainty-aware transport, adaptive prompt/s-
tate modeling, and evolutionary frequency modulation [35, 37, 47]. At the same time,
robustness to composite degradations remains difficult, especially for blur-centric mix-
tures that suppress high-frequency details and increase failure sensitivity. Unified and
diffusion and MoE-based methods improve coverage and flexibility, but they can intro-
duce higher inference cost, opaque routing or selection behavior, or fragile robustness

under hard composite settings [21, 23, 42, 48]. This work addresses these gaps by in-



troducing a unified mixed-degradation restoration framework designed to improve five
practical properties simultaneously: non-exclusive degradation representation, spatially
specific conditioning, diagnostically inspectable degradation reasoning, stable learning

under competing objectives, and stronger robustness to composite degradations.

1.3 Research Questions

RQ1: How can vision—language priors be integrated to produce a multi-label repre-
sentation of non-exclusive mixed degradations with diagnostically inspectable routing
behavior?

RQ2: How can global semantic context be spatially modulated to restore localized degra-
dations without relying on external spatial priors (e.g., masks or degradation maps)?
RQ3: To what extent does explicit frequency decomposition reduce spectral bias and
improve detail recovery under blur-centric and composite degradations?

RQ4: How does dynamic multi-objective learning affect training stability and balanced

performance across competing restoration objectives?

1.4 Objective

1.4.1 General objective

To design a mixed-degradation-aware image restoration framework that identifies non-
exclusive degradation mixtures and restores images using spatially adaptive, frequency-

aware conditioning under practical inference constraints.

1.4.2 Specific objectives

e To develop a vision-language guided multi-label semantic controller that estimates

mixture weights and a compact conditioning code.

e To design a self-gated spatial modulation mechanism that injects the conditioning

signal without external spatial priors.

e To develop a wavelet-structured hybrid backbone that improves blur-centric detail

recovery via low/high-frequency separation.



e To formulate a stable multi-objective training strategy for competing restoration

objectives.

e To evaluate performance using quantitative metrics and targeted ablations on com-

posite benchmarks and real-world images.

1.5 Significance

Mixed-degradation restoration is important because real images are rarely corrupted by a
single process. In practical capture conditions (mobile photography, surveillance, outdoor
sensing, adverse weather), degradations such as low-light, haze, blur, rain, and snow often
co-occur and vary across regions, so models designed for isolated degradations can become
fragile in deployment.

For image restoration researchers and for practitioners building real systems, this the-
sis advances universal restoration by introducing a multi-label, non-exclusive degradation
representation guided by vision—language priors and by enabling spatially selective con-
ditioning without requiring external degradation maps or segmentation masks. Together,
these choices improve controllability and provide diagnostic transparency for failure anal-
ysis while aligning with the operational reality that only a corrupted image is available
at inference time.

For downstream vision applications and for reproducible benchmarking and model
development, stronger mixed-degradation restoration can reduce error propagation into
recognition or scene understanding pipelines, while the ablations and evaluation disci-
pline in this thesis provide clear evidence of what works, why it works, and where it
fails. In general, the study supports more interpretable, spatially adaptive, and de-
ployable mixed-degradation restoration and highlights concrete directions for improving
real-world robustness. Practically, the proposed design targets blind real- world restora-
tion, where the degradation type and location are unknown at inference time, making the
approach relevant for mobile photography, adverse-weather imaging, and pre-processing

for downstream vision systems.



1.6 Scope

This thesis focuses on single-image restoration under mixed and spatially heterogeneous
degradations, where multiple corruption types co-exist in the same image and their loca-
tions are unknown at inference time. The scope is defined to develop and validate a blind
restoration framework that can handle non-exclusive degradation mixtures in a practical
and reproducible way.

Within scope, we study blind restoration under mixed degradations including haze,
rain, snow, low-light (noise/exposure), and blur-centric composites. Experiments are
conducted on the CDD family of synthetic composite-degradation datasets, and we fur-
ther extend the dataset with additional blur-centric composites to analyze robustness
under motion/blur interactions. The proposed framework is constrained to a frozen
vision—language encoder for guidance, a learned multi-label semantic modulator, a spa-
tial modulation interface, and a wavelet-based hybrid backbone, without assuming access
to ground-truth degradation parameters at inference time. Performance is measured using
standard full-reference restoration metrics computed on valid (unpadded) image regions,
supported by ablation studies that isolate the contribution of each proposed component.

Outside scope, we do not target video restoration or temporal consistency, and we
do not model full RAW imaging pipelines or camera-specific ISP stages. We also do not
treat large-scale unpaired domain adaptation as a primary objective; instead, real-world
distribution shift is used as a stress test to expose generalization gaps and motivate future

work.

1.7 Contributions of the Study

To address the aforementioned limitations in mixed-degradation modeling and restora-
tion, this thesis proposes the Composite Degradation Semantic Modulation Network
(CDSM-Net). The core philosophy of this work is to move beyond the implicit, single-label
paradigms of current All-in-One frameworks toward an explicit, semantically grounded,
and spatially adaptive restoration architecture. The primary technical and theoretical

contributions of this research are summarized as follows:

e Multi-label Degradation Semantic Modulator (MDSM) with inspectable



routing: We introduce a specialized semantic controller that overcomes the limi-
tations of softmax-based classifiers, which force dominant degradation representa-
tions to suppress minor co-occurring corruptions. Unlike black-box prompt-learning
methods, the MDSM projects CLIP-extracted features onto a learnable degradation
prototype memory bank and produces differentiable routing weights («) that quan-
tify the detected degradation types and their relative intensities in a non-competing,
sigmoid-based manner. This provides an inspectable intermediate degradation sig-

nal that supports practical failure diagnosis when restoration quality degrades.

Channel-Distinct Self-Gated Spatial Modulation (SGSM): We propose a
spatially adaptive conditioning interface designed to resolve heterogeneous mixtures
without the need for external segmentation masks or expensive iterative sampling.
While standard spatial modulation techniques (e.g., FiLM) apply uniform gating
maps across all feature channels , our SGSM generates unique spatial gate maps
for each channel independently, derived directly from the feature maps. This allows
the global semantic code to be translated into precisely localized, spatially variant
restoration actions, effectively handling mixtures where degradations vary across

pixel coordinates.

Wavelet-inspired Mamba Backbone (WAVeViM): To resolve the computa-
tional bottleneck inherent in diffusion-based AiOIR models, we integrate a linear-
complexity State Space Model (SSM) backbone. The WAVeViM architecture uti-
lizes wavelet-inspired separation to explicitly decouple low-frequency base represen-
tations (e.g., haze and low-light) from high-frequency structural details (e.g., blur
and noise). This prevents the frequency entanglement artifacts commonly observed

in models that process all spectral components jointly.

Uncertainty-Weighted Multi-Objective Optimization: We address the theo-
retical challenge of task-conflicting gradients—where optimization for high-frequency
restoration conflicts with low-frequency tasks—by adapting a learnable, likelihood-
uncertainty-based loss function. This balancing mechanism ensures that dominant
degradations do not suppress the detection and restoration of subtle, co-occurring

artifacts, providing a stable optimization trajectory for complex composite training.



1.8 Thesis structure

The remainder of this thesis is organized as follows. Chapter 2 first introduces key fun-
damentals, then reviews related work, progressing from single-degradation restoration
to multi-degradation and all-in-one restoration, and then analyzing degradation repre-
sentation and conditioning mechanisms. Chapter 3 presents the proposed methodology,
including the CDSM-Net architecture, multi-label semantic modulation, spatial gating,
the WAVeViM backbone, and the training objective. Chapter 4 describes the exper-
imental setup and implementation details, and reports quantitative results, real-world
no-reference evaluation, ablations, and comparisons with baselines. Finally, Chapter 5
summarizes the key findings, concludes the thesis, and outlines limitations and future

research directions.



Chapter 2

Literature review

2.1 Foundations

This section discusses the key foundations required for the proposed solution.

2.1.1 Image Formation

To understand image degradation and restoration, we first recall standard image-formation
models from digital imaging and computer vision. In the physical world, visual informa-
tion exists as a continuous distribution of light energy. We denote scene radiance by
L(z,y, A\, t), representing light intensity at spatial coordinates (z,y), wavelength A, and
time ¢ [2]. The imaging process converts this continuous radiance into a discrete digital
image [[u,v] through optical integration, sampling, quantization, and subsequent pro-
cessing [49]. The equations in this subsection are therefore used as standard background
formulations and notation, not as new derivations of this thesis.

Continuous to Discrete Transformation: Following standard imaging treatments
2, 49, 50], a camera sensor integrates incoming radiance over exposure time and wave-
length (weighted by the sensor spectral sensitivity), producing an irradiance signal that
is then discretized. To obtain a digital image, we apply sampling (spatial discretiza-
tion into pixels indexed by (u,v)) and quantization (mapping sensor voltages to finite

bit-depth).

1. Sampling: The sensor array discretizes the spatial domain into pixels with pitch

(Az, Ay), 80 Ljiserete|t, v] represents the sampled irradiance at the pixel grid.

2. Quantization: The analog sensor readout is converted into a digital integer I[u, v] €
0,28 —1] (bit depth B) through a quantization function with sensor gain and offset

terms, following standard digital imaging formulations [2].

The Camera Image Signal Processing (ISP) Pipeline: Real-world images typi-



cally undergo a non-linear ISP pipeline before being saved, altering noise statistics and the
appearance of degradations [49]. In practice, this pipeline includes demosaicing, white
balance, color correction, tone mapping, and gamma correction applied to raw sensor

data before conversion to the final sSRGB image.

Sensor Noise and Dynamic Range: A fundamental constraint in image formation
is noise. In practice, sensor noise is heteroscedastic: it includes a signal-independent
read noise term and a signal-dependent shot noise term. Following the practical Poisson—

Gaussian sensor-noise modeling literature [3], we use the common approximation:

y~N(@, 0fsa+0a(@), 3] (2.1)

2

where = denotes the latent clean sensor signal, y the observed noisy measurement, o7,,,

the read noise variance, and 02, ,(z) the intensity-dependent shot noise variance [3].
Furthermore, sensors have finite Dynamic Range (DR). When irradiance falls out-

side the measurable range, values clip, permanently losing information in shadows/high-

lights. This is a major cause of failure in low-light or saturated regions and motivates

restoration methods that can reconstruct structure despite missing measurements [4].

2.1.2 Image Degradation Overview

The physical acquisition pipeline described in Section 2.1.1 establishes that digital images
are inevitably approximations of the continuous scene radiance. While ideal imaging
assumes a lossless mapping, real acquisition imposes a transformation y = ®(x), where
x denotes the latent clean image, y the observed degraded image, and ®(-) the (often
unknown) degradation operator. Historically, literature treated ® as a single deterministic
operator; however, modern applications increasingly exhibit stochastic, spatially variant,

and composite degradations that occur together.

2.1.2.1 Image Degradation Models

The evolution of restoration literature is fundamentally a progression from linear, additive

assumptions toward non-linear, composite formulations.
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The Linear Space-Invariant Assumption. Following the classical linear degrada-
tion model in image restoration, the observed image is often written as convolution with

a blur kernel k plus additive noise n [51]:

y =k*x+n, [51] (2.2)

where * denotes convolution, x is the clean image, and y is the observed image. While
this enabled foundational filters (e.g., Wiener), it cannot model signal-dependent noise,

clipping, and many non-linear ISP effects, limiting realism in HDR and low-light settings.

The Atmospheric Scattering Model. To capture weather-specific corruptions, physics-
based formulations were introduced. Following the standard atmospheric scattering

model used in dehazing literature [52, 33|, haze/fog is described as:

y(z) =J(z)t(z) + A1 —t(z)), 52, 33] (2.3)

where J(x) is the clean scene radiance at location z, A is global atmospheric light, and
t(z) is the transmission map (often depth-dependent). Although effective for dehazing,
it typically assumes simplified conditions and may fail when haze co-occurs with hetero-
geneous degradations such as rain streaks or local blur.

A critical synthesis of recent literature reveals a gap in modeling mized degradations.
In real scenes, degradations may form a nested chain where the order of operations mat-
ters (non-commutative), and different composite processes can yield similar observations.
This ambiguity makes inversion severely ill-posed and motivates restoration frameworks
that leverage stronger priors (including semantic cues) to disambiguate mixed corrup-

tions.

2.1.2.2 Types of Image Degradation

We classify common degradations into categories to highlight why mixed settings are
challenging: they differ in spatial extent, frequency characteristics, and whether they

corrupt or occlude information.
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Noise Artifacts. Early work often assumed signal-independent AWGN, but real sen-
sors exhibit signal-dependent noise, especially in low-light where shot noise dominates [3].
Consequently, assuming a single global noise level can over-smooth dark textures while

under-denoising brighter regions.

Blur and Optical Aberrations. Blur suppresses high-frequency content and may
arise from defocus or camera/scene motion. In dynamic scenes, blur can be spatially
variant (different motion across the image), so restoration may require estimating a kernel

field or relying on strong learned structural priors [53].

Environmental and Weather Corruptions. Weather degradations often occlude
information. Rain introduces streak layers and partial occlusions, and low-light conditions
amplify noise and can introduce non-linear color shifts via ISP processing [54, 55]. The
complexity of these spatially variant and composite degradations makes purely analytical

priors insufficient, motivating learning-based restoration methods discussed next.

2.1.3 Image Restoration Overview

The degradation models above define a forward process y = ®(x) + n that destroys
information. Image Restoration (IR) therefore secks an estimate x from y such that

x ~ ®!(y), an ill-posed problem that requires priors.

2.1.3.1 Classical Image Restoration as an Inverse Problem

A classical restoration view formulates the problem as regularized inverse estimation,
where a data-fidelity term is balanced against a prior or regularizer on the latent image
[56, 9]. While effective for mild degradations, hand-crafted priors struggle to reconstruct

complex textures and to model non-linear composite degradations.

2.1.3.2 Sparse Coding and Dictionary Learning

To better capture local structure, sparse representation assumes a patch p € R? can be
approximated using a few atoms from an over-complete dictionary D € R>E (K > d)
[8]. Restoration then solves for sparse coefficients a such that p ~ Da. Although sparse

coding improves texture modeling compared to simple smoothness priors, it requires
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costly iterative inference and remains primarily local, limiting performance on large-scale

degradations such as haze and heavy rain [9].

2.1.3.3 Deep Learning Foundations for Image Restoration

Deep learning replaces iterative optimization with an end-to-end learned inverse mapping.
CNNs efficiently learn hierarchical local features and commonly use residual learning to
predict artifact maps instead of clean pixels directly [57, 58]. However, locality can limit
robustness when restoration requires long-range context. Vision Transformers address
this by enabling global interactions via self-attention and have shown strong results in
restoration tasks requiring non-local reasoning (e.g., dehazing), though their cost grows
quickly with resolution [11].

More recently, Structured State Space Models (Mamba/SSMs) provide a global re-
ceptive field with linear complexity by propagating information through a learned state
representation, making them attractive for high-resolution restoration under memory con-
straints [59]. Nevertheless, these backbones are generic: they do not explicitly represent
what degradation is present. This motivates conditioning and guidance mechanisms that
identify and modulate restoration behavior under mixed and non-exclusive degradations,

which we review in subsequent sections.

2.2 Image Restoration Techniques

Having established the physical models of mixed degradation and the quantitative bench-
marks for evaluation, we now critically synthesize the algorithmic evolution of Image
Restoration (IR). The progression of this field can be viewed as a continuous shift in the
locus of modeling: moving from hand-crafted analytical priors describing image statistics
[56] to data-driven parametric models approximating the inverse degradation function
®~! directly.

The historical trajectory begins with variational methods and sparse coding, which of-
fered mathematical guarantees but struggled with the non-linear complexity of real-world
corruptions. This limitation catalyzed the era of Convolutional Neural Networks (CNNs),
which excelled at local pattern matching but lacked long-range reasoning. Current state-

of-the-art research has thus converged toward Hybrid Architecturesintegrating Trans-
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formers, State Space Models (Mamba), and Wavelet representations—and explicitly in-
corporating Semantic Guidance to navigate the ill-posed nature of composite degra-

dations.
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Figure 2.1: A hierarchical taxonomy of Image Restoration techniques.

As illustrated in taxonomy Figure 2.1, We organizes image restoration methods in
three primary axes. In the taxonomy figure above, this thesis literature review only
considers the solid lines and broken-line branches will not be explored in this literature
review. First, the Modeling Paradigm distinguishes between classical optimization and
end-to-end deep learning. Second, Degradation Coverage categorizes models by their
generalization capability: from Single-Degradation (SDIR) to Multi-Degradation (MDIR)
and finally All-in-One (AiOIR) frameworks capable of handling mixed artifacts. Third,
Guidance and Representation differentiates models based on their use of external

priors (e.g., text, metadata) and their computational domain (spatial vs. frequency). In
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alignment with the research objectives of this thesis, our analysis focuses on the solid-line
trajectories specifically AiOIR architectures leveraging Advanced Hybrid Backbones
and Semantic Guidance while treating classical methods as necessary theoretical pre-

Cursors.

2.2.1 Classical and Early Learning-Based Approaches

Before the advent of deep learning, restoration was predominantly framed as an opti-
mization task leveraging analytic priors. Classical Methods typically assumed a linear
degradation model y = k * x + n and solved a regularized inverse problem using pri-
ors such as Total Variation and Tikhonov regularization [56, 9]. While these methods
provided closed-form or convex solutions in simplified settings, they fundamentally lack
semantic awareness.

The introduction of Sparse Coding and Dictionary Learning marked an intermediate
evolution. By learning an over-complete dictionary D such that patches x; ~ Da; with
sparse «; [8], these methods adapted to local image statistics better than fixed analytical

priors. However, they remained bound by two critical limitations:

1. Computational Inefficiency: Inference required iterative optimization (e.g., OMP

or ISTA) for every image, precluding real-time application.

2. Local-Global Disconnect: Operating strictly on small patches (e.g., 8 x8), sparse
coding failed to model global degradation phenomena such as illumination gradients

or large-scale blur trajectories.

These limitations highlight a fundamental gap: classical and sparse models are effec-
tive only when the degradation ® is simple, known, and mathematically well-behaved.
They falter entirely under the composite, non-linear, and semantically dependent corrup-
tions typical of modern autonomous driving datasets (e.g., CDD-11). This necessitates
the shift toward Deep Learning and Hybrid Architectures, which replace explicit
optimization with learned parametric approximations capable of capturing the full com-

plexity of the inverse mapping.
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2.2.2 Deep Learning and Hybrid Architectures

In the previous section’s taxonomy we distinguished between what to restore (the degra-
dation representation and guidance signal) and how to restore (the backbone that maps
degraded images to clean estimates). Deep neural networks sit squarely in the latter
category: they implement a parameterized inverse operator that attempts to undo an un-
known degradation by exploiting statistical regularities in natural images. In this section,
we therefore concentrate on deep and hybrid restoration backbones—from early CNN and
U-Net models to Transformer, Mamba/state-space, diffusion-based, and hybrid designs—
and analyze how they trade off local detail fidelity, global context modeling, efficiency,
and robustness to mixed degradations. Issues of explicit degradation representation and
conditioning will be treated in Sections 2.3.2 and 2.3.3; here we deliberately focus on the
architectural side of the inverse problem.

Evaluating every individual paper by quantitative benchmarks is infeasible in a single
thesis section. Instead, we organize our synthesis around eight qualitative properties that

repeatedly emerge in the literature on all-in-one and mixed-degradation restoration:

e C1: Local fidelity (edge/texture preservation and avoidance of over-smoothing).

e C2: Global context (ability to model large-scale structures, haze fields, long-

range correlations).

e C3: Efficiency (computational and memory cost at high resolution, suitability for

deployment).

e C4: Mixed-degradation robustness (behavior when multiple degradations co-

exist or compositions deviate from training distributions).

e C5: Controllability and interpretability (how explicitly the backbone exposes

control over “what is restored”).

e C6: Degradation disentanglement (ability to separate corruption features from

semantic content or between different degradation types).

e C7: Spatial adaptivity (ability to adapt restoration strength and type across

spatially non-uniform degradations).

17



e C8: Deployment complexity (number of separate models, training pipelines,

and ancillary components required).

The subsections below review the main backbone families through this lens. We are
not aiming for an exhaustive catalogue; instead, we seek to identify common patterns,
limitations, and gaps that later motivate explicit degradation representation and guidance

mechanisms.

2.2.2.1 CNN/U-Net family

Convolutional neural networks (CNNs) and U-Net-like encoder—decoders were the first
dominant deep architectures for low-level restoration. DnCNN [58] learns a residual map-
ping Ry(y) ~ n and recovers x =y — Ry(y) for Gaussian denoising. IRCNN [60] embeds
a CNN denoiser as a learned prior within an optimization framework, bridging classical
MAP estimation with deep priors. Residual dense networks (RDN) [61] introduce dense
connectivity inside residual blocks to stabilize deep architectures for super-resolution,
while MIRNet [62] and its successors exploit multi-scale residual aggregation and atten-
tion for real-image denoising and enhancement. More recent designs such as NAFNet [14]
demonstrate that carefully simplified residual blocks can match state-of-the-art perfor-
mance while removing many nonlinearities and normalizations.

From a modeling viewpoint, these networks implement a composition of local convo-
lutions Fyy 1 = ¢o(W,x Fy) stacked within an encoder—decoder topology. Their strengths
are well understood: strong local fidelity (C1), where convolutions with skip connec-
tions preserve edges and textures and give stable PSNR/SSIM for single degradations;
and good efficiency (C3) combined with relatively low deployment complexity
(C8), as convolutional operators scale linearly with image size and hardware support is
mature.

However, the same inductive bias creates limitations. Global context (C2) is lim-
ited because the receptive field grows only linearly with depth and kernel size, which is
problematic for large-scale haze, glow, or non-local rain streaks. Furthermore, mixed-
degradation robustness (C4) is weak when multiple artifacts co-exist; features cor-
responding to noise, blur, and details are easily entangled, leading to over-smoothing

or residual artifacts. Finally, there is little explicit disentanglement (C6), spatial

18



adaptivity (C7), or controllability (C5), as the mapping fy is largely blind to the
specific degradation composition. These limitations largely motivated the shift towards

attention-based and more globally-aware backbones.

2.2.2.2 Transformers for restoration

Transformer-based restorers were introduced to address CNNs’ lack of explicit global mod-
eling. SwinlIR [11] replaces convolutions with Swin Transformer blocks using windowed
self-attention in a hierarchical fashion, and achieves strong results on super-resolution,
denoising, and compression artifact removal. Restormer [13] proposes multi-Dconv head
transposed attention and gated feed-forward networks, offering an efficient attention
backbone for high-resolution restoration. Uformer [12] embeds locally-enhanced win-
dow attention in a U-shaped architecture, while U2-Former [63] nests multiple U-shaped
Transformer structures to strengthen multi-scale reasoning. MAXIM [15] shows that
spatially-gated MLPs can play a similar role to attention in a carefully designed UNet-
like hierarchy.

The core operator is self-attention,

Attn(Q, K, V) = softmax(QzT) vV, (64 (2.4)

which allows each token to attend to all others. In restoration, this helps capture long-
range correlations such as globally consistent haze thickness or repeated structural pat-
terns. When guidance or auxiliary tokens are available, this mechanism naturally gener-
alizes to cross-attention, where queries come from image features and keys/values from
condition tokens, although most backbone papers still focus on self-attention only.

In terms of the eight properties, Transformers significantly improve global context
(C2) and maintain high local fidelity (C1), but at the cost of: higher computational
and memory cost (C3), where global attention scales as O(N?) in the number of
tokens N and windowed attention remains a compromise with only approximate global
context; mixed-degradation robustness (C4) that still relies on very diverse training
data rather than explicit modeling of degradation compositions; and limited progress
on controllability, disentanglement, and spatial adaptivity (C5-CT7), as most

models are still trained as blind regressors. These practical limitations have motivated
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research into architectures that retain long-range modeling with improved efficiency, such

as Mamba and other state-space models.

2.2.2.3 Mamba / State-space restorers

State-space models (SSMs) and their recent selective variants (e.g., Mamba) treat images
as sequences and model dependencies via learned linear dynamical systems. A generic

SSM update can be written as

St11 = ASt + But, Oy = CSt, [65] (25)

where uy is the input token and o; the output. Mamba-style architectures implement
selective scan mechanisms that achieve long-range dependency modeling with linear com-
plexity in sequence length.

VMamba [66] demonstrates that selective state-space blocks can serve as competitive
vision backbones on classification and dense prediction, with better scaling than Trans-
formers. MambalR [67] ports this idea to restoration, combining Mamba blocks with local
enhancement modules to address pixel forgetting and channel redundancy. Variants such
as EAMamba and related designs integrate SSM blocks into U-shaped encoder—decoders
for efficient, all-around restoration [68].

Compared to Transformers, Mamba-style restorers exhibit a different trade-off profile:
they offer strong global context (C2) with more favorable efficiency (C3) at high resolu-
tion, thanks to linear scanning; and they preserve competitive local fidelity (C1) when
combined with convolutional or local enhancement modules.

At the same time, they inherit several open issues common to attention-based back-
bones: they are architecturally younger, so training stability and best practices for multi-
scale integration are still evolving (affecting deployment complexity, C8); and they typ-
ically remain blind to degradation semantics, and thus do not directly address mixed-
degradation robustness, disentanglement, or spatial adaptivity (C4-C7). Thus, while
SSMs alleviate the cost of global modeling, they do not by themselves resolve the ambi-

guity introduced by composite degradations.
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2.2.2.4 Diffusion priors for restoration

Diffusion models provide a different perspective: instead of learning a direct inverse
mapping, they learn a generative prior over clean images and perform restoration through
an iterative denoising process. Using the standard Gaussian noising form adopted in

diffusion-based restoration literature [69, 70, 71], we write the forward process as

q(x¢ | 1) =1 =Bixe 1 +VBre, e~N(0OTI), [72] (2.6)

and a learned reverse process produces samples x;_; from x; via a denoiser €. Palette [69]
shows that a single conditional diffusion backbone can solve diverse image-to-image
tasks (colorization, inpainting, JPEG artifact removal) with excellent perceptual qual-
ity. DDRM [70] uses a pre-trained diffusion model as an unsupervised prior for generic
linear inverse problems, covering super-resolution, deblurring, and inpainting without
task-specific retraining. Plug-and-play approaches integrate diffusion denoisers into iter-
ative optimization for restoration [71].

Historically, GAN-based restorers such as DeblurGAN-v2 [73] and ESRGAN [74] also
pursued perceptual realism using adversarial losses. While GANs offer sharp textures and
low perception-distortion error, they suffer from training instability and hallucination risk,
which becomes particularly problematic for safety-critical applications.

From the perspective of the eight properties, diffusion and related generative priors
exhibit a characteristic profile: they offer strong global context and high perceptual fi-
delity (C1, C2), often outperforming purely discriminative models on perceptual metrics;
they are computationally expensive (C3), with many denoising steps required, which
complicates real-time deployment (C8); and unless explicitly conditioned on degrada-
tion information, they also do not automatically disentangle or spatially adapt to mixed
degradations (C4-C7), acting instead as powerful but generic priors. Consequently, many
recent works employ diffusion not as a full-resolution backbone, but as a latent- or low-

frequency refiner on top of faster discriminative networks [22].
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2.2.2.5 Hybrid Deep Architectures

Hybrid architectures explicitly combine different modeling principles to compensate for
the limitations of any single backbone family. Instead of asking one network to satisfy
all properties C1-C8 simultaneously, they decompose the restoration process into sub-
modules that specialize along different dimensions: domain (spatial vs. frequency), scale
(low vs. high resolution), semantics (structure vs. texture), or algorithmic style (feed-
forward vs. iterative).

Hybrid restoration pipelines combine multiple transforms, subnetworks, and fusion
stages so that different modules can specialize in complementary representations such as
spatial/frequency domains or local/global reasoning. Simple instances include two-branch
models separating low- and high-frequency content, while more complex hybrids combine
CNN, Transformer, and state-space blocks within the same architecture, or couple a fast
feed-forward backbone with a slower generative refiner.

Domain and frequency hybrids. Wavelet and frequency-aware models such as
WDNet [75] and AWNet [76] decompose the input using a discrete wavelet transform,
route low-frequency and high-frequency bands through dedicated convolutional branches,
and then fuse them. This explicit separation improves local fidelity (C1) and degradation
disentanglement (C6) for artifacts that are strongly frequency localized (e.g., moiré pat-
terns, ringing, structured rain). Similar ideas appear in later deraining and deblurring
methods that embed DWT or FFT constraints at intermediate stages.

Backbone hybrids (CNIN /Transformer/SSM). Another line of work mixes back-
bones at different depths: shallow stages may use CNNs to exploit local inductive bias,
while deeper stages use Transformers or Mamba blocks to capture global context. U-
shaped or nested architectures [63, 15, 66, 67, 68] often alternate between local and
global modules, allowing different stages to capture complementary multi-scale repre-
sentations. These hybrids improve global context (C2) compared to pure CNNs while
retaining reasonable efficiency (C3) compared to full-depth Transformers.

Backbone + generative prior hybrids. Hybrid systems also appear when discrim-
inative backbones are combined with diffusion or GAN priors. For example, DeblurGAN-
v2 [73] uses a feed-forward generator with an adversarial loss to improve perceptual qual-

ity, and ESRGAN [74] refines SR outputs by adding a GAN-based perceptual head. More
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recent all-in-one diffusion frameworks such as AutoDIR [22] couple a discriminative back-
bone with a latent diffusion model: the backbone provides coarse restoration, while the
diffusion prior refines visual details and corrects ambiguous regions. In this hybrid set-
ting, the backbone and the diffusion prior can be viewed as two specialized components
with different computational footprints and priors.

Across these designs, hybrid backbones show clear advantages: they improve local
fidelity and global context simultaneously (C1, C2) by assigning different responsibilities
to different modules (e.g., LF vs. HF branches, local vs. global blocks); they allow more
flexible efficiency/performance trade-offs (C3, C8), for example by limiting expensive
attention or diffusion operations to selected stages or domains; and frequency-domain or
multi-branch decompositions partially improve disentanglement and spatial adaptivity
(C6, CT), especially for degradations with distinct spectral signatures.

However, the literature reveals several persistent gaps that are especially problematic
for mixed-degradation and real-world scenarios: implicit degradation reasoning, as
most hybrids still treat degradation understanding as an implicit by-product of feature
learning without exposing an explicit representation of mixture or layout; limited ro-
bustness to unseen mixtures, where networks trained on synthetic combinations often
overfit and degrade under complex, non-commutative compositions like (2.8); and weak
controllability, as internal routing decisions are usually fixed after training, preventing
practitioners from specifying what to emphasize or suppress at inference time. These lim-
itations indicate that backbone design alone is insufficient to address mixed-degradation
and real-world restoration. In addition to powerful CNN, Transformer, Mamba, diffu-
sion, and hybrid backbones, there is a growing need for explicit mechanisms that represent

degradation states and modulate the backbone accordingly.
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Figure 2.2: Conceptual evolution of deep and hybrid image restoration backbones

As we summarized the gap oriented Conceptual evolution of deep and hybrid im-
age restoration backbones in Figure 2.2, CNNs emphasize local fidelity; Transformers
introduce global context; state-space/Mamba models improve efficiency for long-range
modeling; diffusion priors enhance perceptual realism; and hybrid architectures combine
complementary strengths to approximate a better trade-off. However, despite their capa-
bility, most hybrids still lack explicit degradation identification and guidance, motivating
the need for degradation representation and conditioning mechanisms discussed in later

sections.

2.2.2.6 Summary of Deep and Hybrid Image Restoration Techniques

Table 2.1 summarizes the major backbone families discussed above in terms of the qualita-
tive properties C1-C8 and lists representative papers for each family. Each cell indicates

a qualitative assessment: v (strong), A (moderate), and x (weak).
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Table 2.1: Qualitative comparison of deep backbone families for image restoration.

Family Cl C2 C3 C4 C5 C6 C7 Representative papers

CNN / U-Net v A v A x x A DnCNN [58], IRCNN  [60],
RDN [61], MIRNet [62],
NAFNet [14]

Transformer / MLP v v A A A x A SwinlR [I11], Restormer [13],
Uformer [12], UZ%Former [63],

MAXIM [15]

Mamba / SSM v v v A x x A VMamba [66], MambalR [67], EA-
Mamba [68]

Diffusion / GAN v Vo x AN A A A Palette [69], DDRM [70], PnP diffu-

priors sion [71], DeblurGAN-v2 [73], ESR-
GAN [74]

Hybrid / frequency v v A A A A A WDNet [75], AWNet [76], Au-
/ backbone+prior toDIR [22]

C1 local fidelity, C2 global context, C3 computational efficiency, C4 robustness under mixed
degradations, C5 controllability and interpretability, C6 degradation disentanglement, C7
spatial adaptivity.

Overall, we observe that CNN/U-Net and multi-stage CNNs are strong on local fi-
delity and efficiency but limited in global context and explicit mixed-degradation han-
dling; Transformers and Mamba backbones substantially improve global reasoning, with
Mamba offering better scaling, but they typically remain blind to the precise degradation
composition; diffusion and GAN priors provide excellent perceptual quality at significant
computational cost; and wavelet or backbone+prior hybrids occupy a favorable region of
the quality—efficiency space by combining complementary modules. Yet across all fam-
ilies, degradation understanding is largely implicit, which becomes a serious limitation
under real-world mixed degradations. This motivates the next step in our review, where
we move from the general image restoration techniques view to degradation coverage and
generalization (Section 2.2.3), backbone design patterns (Section 2.3.1), and then to the

joint discussion of degradation representation and conditioning in AiOIR (Section 2.3.2).

2.2.3 Degradation Coverage and Generalization in Image Restoration

A convenient way to formalize coverage and generalization is to treat restoration as

learning an inverse map under a degradation state variable. Let the clean image be
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x € R¥>*W>3 and the observed image be
y =D(x;2) + ¢, (2.7)

where D is a (possibly non-linear) corruption operator parameterized by a state z (type,
strength, and potentially spatial layout), and e is stochastic noise. In mixed/composite

settings, z is multi-factor and the forward process is often non-commutative:

tm

y = (19(’”)0...02)511)) (x)+e,  DyoDy+#DyoD,. (2.8)

Given a restorer fy, its generalization is captured by the risk on a target degradation

distribution:

Riest(fo) = Exajmpies [((fo(y), )],y from (2.7). (2.9)

The evolution SDIR, — MDIR — AiOIR can be read as expanding the supported set Z
of states while controlling the generalization gap induced by shifts pain(z) 7 Prest(2),
under practical constraints (data, compute, and deployment); in this thesis, multi-
degradation refers to the coverage/capability setting in which one shared model is trained
to handle several degradation families, whereas mixed degradation refers to the input
condition in which two or more degradations co-exist in the same observation, so a mixed
image may indeed be produced by sequential composition of degradations, but the two
terms are not synonymous because the former describes what the model is expected to

cover and the latter describes what is present in a particular image [77, 18, 21].

Single-Degradation Image Restoration (SDIR). SDIR fixes the degradation fam-
ily (often even its noise model), i.e., z = (¢, ¢) with a single ¢, and learns a specialized
inverse fy, that minimizes Ryes only on that narrow support. This yields strong in-domain
performance because the model can internalize task-specific inductive biases; canonical
examples include discriminative denoisers such as DnCNN [58] and denoiser-prior formu-
lations such as IRCNN [60]. However, the same specialization becomes a liability once ¢
changes or when ¢ drifts: the learned inverse approximates D(+;z)~! only on a thin man-
ifold of states, so robustness decays rapidly under out-of-family corruptions and under

compositions (2.8). Practically, SDIR scales poorly in deployment because supporting |7 |
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degradation types typically requires a model set { fy, }+c7 plus a selector, inflating storage,

maintenance, and validation cost roughly as O(|T|) even before considering mixtures.

Multi-Degradation Image Restoration (MDIR). MDIR expands coverage by train-

ing a shared model on multiple degradations, often optimizing a weighted risk

min Bir() Eoey)mpiin [(fo(y), %], (2.10)

so a single parameter set must serve several t’s. Multi-task restorers such as MPRNet [36]
show that careful architecture/training can share structure across tasks and reduce the
need for per-degradation retraining, while plug-and-play lines (e.g., DPIR) push this
idea by reusing a single deep denoiser prior across multiple inverse problems [78]. Yet,
MDIR exposes two recurring tensions: (i) negative transfer (features beneficial for one
degradation can harm another), and (ii) state ambiguity (the model must implicitly
infer ¢ and ¢ from y). Consequently, MDIR often requires broader and more balanced
training data to avoid bias toward dominant degradations, and its robustness to unseen
combinations remains limited because the training distribution typically samples a small

subset of the combinatorial space induced by (2.8).

All-in-One Image Restoration (AiOIR). AiOIR pushes coverage further toward
a single deployable model that must handle unknown degradation type/strength and,
increasingly, composite mixtures. In the notation of (2.7), AiOIR aims to learn f, with
large supported state set Z while remaining stable under shifts in p(z). Representative
directions include (a) learning an internal degradation estimator and routing/adaptation
mechanism as in AirNet [77] and adaptive-filter designs [79], (b) prompt-driven or task-
token paradigms that enlarge the conditioning space without training separate models,
e.g., PromptIR [19], and (c) explicit degradation-representation learning to improve in-
variance and discrimination across states [25]. For composite degradations specifically,
OneRestore emphasizes that the central difficulty is not only stronger corruption but the
interaction between factors (order, coupling, and spatial heterogeneity) and accordingly
benchmarks restoration under mixed states [21].

Across SDIR — MDIR — AiOIR, the bottleneck shifts from designing a strong in-
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verse for a fixed ¢ to managing uncertainty over z under distribution shift. The resulting
gap is consistent across recent AiOIR literature: reliable degradation-state represen-
tation (especially multi-label z for composite inputs), robustness to unseen mixtures
and spatially varying compositions in (2.8), and controllable adaptation with acceptable

compute for deployment.

2.3 All-in-One Image Restoration (AiOIR)

Building on the SDIR—MDIR—AiOIR progression (Section 2.2.2), we focus on all-in-
one image restoration—the setting where a single model must restore images under
unknown and potentially mixed degradations. Unlike SDIR, AiOIR requires a control
mechanism: the model must infer what corruption is present and modulate how to
remove it within one shared framework. The fundamental challenge shifts from defining
an inverse operator to defining a control mechanism: the model must correctly identify
what is wrong and significantly modulate how to fix it within a single unified framework.

A common abstraction models an observed degraded image y € RE*W*3 a5
y =D(x;2) + €, (2.11)

where x is the clean target, € is noise, and z denotes a latent degradation state. In
SDIR, z is typically assumed to lie in a single family (e.g., blur-only); in MDIR, z spans
multiple families but often with limited compositional diversity; in AiOIR, z is unknown
at inference and may represent a mixture of degradations, e.g., z = (ay, ..., ay) with
o, >0and ) o, =1, or even spatially-varying maps z(p) over pixels p.

AiOIR then seeks a single restoration model f, that generalizes over a wide degra-

dation set Z:

x = fo(y;c), c=ry(y,s), (2.12)

where c is a conditioning signal (possibly empty), produced by a representation module
ry from the input y and optional side information s (e.g., a task token, a prompt, or
an instruction). Eq. (2.12) is intentionally generic: it covers degradation-agnostic AiOIR
(set ¢ = @), label-/token-conditioned models, prompt-driven models, and interactive

instruction-following systems.
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This formulation necessitates a two-axis decomposition of the literature:

e The Backbone (Restoration Engine) (Section 2.3.1): what restoration engine

is used and how the network is structured to share computation across tasks.

e Degradation intelligence (Section 2.3.2): (i) how degradation is represented

(ry) and (ii) how it is injected to control restoration (conditioning operator implicit

in fy).
2.3.1 Backbones and Architectural Patterns in AiOIR

Early restoration systems often relied on task-specific models (one per degradation),
which scales poorly and assumes prior knowledge of z. Since AiOIR explicitly removes
that assumption, we focus on the dominant shared-parameter designs that attempt to
approximate a family of inverse operators within a single framework. Following common
taxonomies in recent AiOIR literature [77, 18, 21, 80, 81, 82, 83, 27, 26, 84]. we group

backbone patterns into six families (Fig. 2.3).
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Figure 2.3: architectural design patterns in AiOIR

Evolution from shared-parameter multi-task designs to unified backbones, pretrained
mid-level priors, dynamic routing (MoE), and guided/interactive systems. The key un-

resolved gap across families is that architectural strength does not automatically yield
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explicit, reliable degradation identification under mixed /unknown degradations, motivat-
ing the joint degradation representation and conditioning discussion in Section 2.3.2.
A unifying view of these families is obtained by writing f, as either a single shared

restorer or a mixture of specialized restorers:

(c,y) fo.(¥;c), (2.13)

Mw

k=1

where K =1 reduces to a fully shared backbone, and K > 1 yields mixture-of-experts
routing. This formulation lets us compare architectures by where sharing occurs (en-
coder, decoder, bottleneck), how specialization is expressed (fy,), and what drives se-

lection (7 via c).

(A) Shared Encoder with Multi-Head Decoders These models share an encoder
E,(y) and branch into multiple heads/decoders specialized per degradation family. The
key benefit is efficient reuse of low-level features while allowing head-level specialization.
However, this pattern tends to reintroduce hidden task selection: either (i) a head
must be chosen (explicitly or implicitly), or (ii) supervision must strongly disentangle
head behaviors. In practice, as the number of degradations grows (and especially for
mixtures), head boundaries become ambiguous, increasing training complexity and risk-
ing negative transfer across heads. Multi-task restoration backbones that inspired this
strategy (shared trunk with task-specific modules) include representative multi-task de-
signs such as MAXIM [15] and related shared-feature multi-restorers, but AiOIR settings
increasingly move beyond explicit head separation due to mixed-degradation ambiguity.

The brittleness of discrete head specialization under unknown/mixed z motivates

designs that remove explicit heads and rely on a fully unified restoration pathway.

(B) Fully Unified Encoder—Decoder Fully unified models use a single encoder—
decoder without task-specific heads, aiming to learn a universal mapping y — X across
degradations. A representative line is adverse-weather “one-model” restoration, e.g.,
TransWeather [85], which demonstrates that a single transformer encoder-decoder can
learn to handle diverse weather corruptions without selecting a task branch. AirNet [77]

further frames AiOIR as restoration under unknown corruption and uses a unified pipeline
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to cover multiple degradations. Unified designs often inherit strong restoration engines
(CNN/U-Net or transformer variants) from general restoration research—e.g., Restormer [13],
NAFNet [14], MAXIM [15]—and then train them under multi-degradation supervision.

The unification that improves scalability also makes degradation reasoning mostly
implicit: the same pathway must internally infer z and perform inversion. This often
works for training-covered degradations, but mixed and long-tail combinations can pro-
duce failure modes such as (i) under-restoration (leaving residual haze/rain) or (ii)
over-restoration (texture hallucination or detail wash-out), because the model lacks an
explicit handle to separate what is “content” vs. “corruption”. This limitation becomes
sharper as z becomes compositional or spatially varying.

To reduce ambiguity without multiplying full decoders, later designs retain a shared
backbone but attach lightweight task heads or decoders with more structured parame-

terization.

(C) Shared Backbone with Lightweight Task Heads (or Multiple Decoders)
This family shares a common feature extractor/backbone and attaches multiple lightweight
heads/decoders (sometimes per degradation, sometimes per cluster), aiming to balance
universal features with limited specialization. Such designs can reduce negative transfer
compared to a single fully unified decoder, but they inherit a key tension: increasing
the number of heads helps specialization yet increases supervision needs and deployment
complexity. BID is a representative example of using a shared backbone with multi-
ple decoders in multi-degradation restoration benchmarks [86], illustrating the practical
trade-off between expressiveness and scalability.

When mixed degradations occupy a continuous space, discrete head assignments be-
come ill-posed unless the model also learns a reliable degradation representation and
routing rule. Thus, this family naturally points toward either pretraining (to stabilize
shared representations) or dynamic routing (to soften hard assignments).

Pretraining aims to strengthen the shared backbone so that fewer task-specific param-
eters are needed, shifting the burden from architectural branching to reusable mid-level

representations.
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(D) Pretrained Mid-Level Backbones Pretrained-backbone AiOIR reuses mid-level
representations from large-scale pretraining to improve generalization and data-efficiency.
IPT [10] is a representative pretraining-driven transformer for multiple low-level tasks,
showing how shared representations can be adapted across restoration problems via task
conditioning. Recent AiOIR systems increasingly combine such pretrained backbones
(e.g., ImageNet /MAE-style initialization or large-scale pretraining) with lightweight adapters
to reduce per-task parameter growth, and to improve robustness when training data can-
not cover all mixtures.

While pretraining improves representation quality, it does not automatically solve
degradation disentanglement: a strong backbone can still fail to separate multiple
simultaneous degradations without explicit cues. Empirically, the strongest gains appear
when pretraining is paired with mechanisms that estimate or encode degradation state
(next family).

If explicit heads are too rigid and pure pretraining is insufficient, a natural compromise

is dynamic specialization through routing, yielding mixture-of-experts AiOIR.

(E) Dynamic Routing / Mixture-of-Experts (MoE) MoE architectures instan-
tiate Eq. (2.13) with K > 1 and a learned router m(c,y) that selects experts. The
promise is to approximate a set of inverse operators while keeping inference efficient by
activating only a subset of experts. Recent AiOIR works increasingly adopt this strategy:
Multi-Expert Adaptive Selection / task-balancing frameworks explicitly address conflicts
between restorations and expert selection to balance multi-task demands [87]; UniRe-
storer performs multi-granularity degradation estimation and expert selection to reduce
sensitivity to degradation-estimation errors [26]; LoRA-IR injects low-rank expert adap-
tations with a degradation-guided router to improve efficiency and adaptability [27]; and
M2Restore fuses Mamba—CNN streams with MoE gating for robust all-in-one restoration
under complex mixtures [84].

The MoE gain depends critically on the router signal c: if ¢ cannot reliably repre-
sent multi-degradation composition (or if it collapses to single-label decisions), routing
becomes unstable and may fail on novel mixtures. Moreover, many routers are global
(image-level), while mixed degradations can be spatially localized, suggesting the need

for richer degradation representations and spatially-aware conditioning (Sections 2.3.2—
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2.3.3).
Routing improves specialization, but the strongest recent trend is to treat degrada-
tion understanding as a semantic problem—using prompts, instructions, and pretrained

priors to generate ¢ and modulate restoration.

(F) Guided and Interactive Architectures (prompts, priors, instructions, Q&A)
Guided AiOIR expands Eq. (2.12) by making s a human- or model-provided control sig-
nal and letting r, leverage pretrained priors. A major direction uses vision—language
priors: CLIP-based control and related VLM guidance provide semantically meaning-
ful embeddings to steer restoration under unknown degradations [30]. DA-CLIP-style
approaches explicitly train degradation-aware CLIP representations to guide restoration
and improve robustness to out-of-distribution degradations [31]. Other works formu-
late restoration as prompting: PromptIR injects learnable prompts to adapt a unified
restoration backbone across degradations [19], and ingredient-oriented reformulations like
IDR encourage decomposition of degradations into compositional “ingredients” to better
model multi-degradation mixtures [18].

A complementary interactive direction uses instructions and question answer-
ing. InstructIR treats restoration as instruction following, allowing natural language
control over what to improve in the image [82]. PromptGIP unifies image processing
under a visual prompting Q&A paradigm, enabling task selection and control through
a structured question representation [81]. UniProcessor [83] similarly uses text-induced
control features injected via cross-attention to support unified low-level processing with
multimodal control and initial mixed-degradation handling capabilities. Diffusion-based
universal restoration also appears in this guided space: AutoDIR frames AiOIR with
latent diffusion and interactive prompts in a question-answering style [22]; “Restore Any-
thing with Masks” (RAM) uses mask-based modeling to focus on content rather than
explicit degradation classification [28]; and recent diffusion refinement variants further
explore controllable restoration and realism under diverse degradations [88].

A comparative overview of these architectural paradigms is provided in Table 2.2.
The literature suggests that backbone progress improves scalability and capacity allo-
cation, but mixed-degradation robustness is still limited when degradation cues remain

implicit or weakly grounded. Consequently, recent AiOIR research increasingly shifts
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Table 2.2: Summary of AiOIR backbone families

. Feature(Task o1 Data Semantic

Family Specialigatiorz Scalability Efficiency| Control Rep. Works

Shared encoder + v X X X MAXIM [15]

multi-head

decoders

Fully unified X v 2 X TransWeather [85],

encoder—decoder AirNet [77],
Restormer [13],
NAFNet [14]

Shared backbone R~ ~ X X BIDeN [86]

+ lightweight

heads

Pretrained X ~ v X IPT [10]

mid-level

backbones

Dynamic routing v v ~ ~ MoE [87],

/ MoE UniRestorer [26],
LoRA-IR [27],
M2Restore [84]

Guided + ~ ~ ~ v PromptIR [19],

interactive IDR [18],

(Prompts / InstructIR [82],

Priors) PromptGIP [81],
UniProcessor [83],
DA-CLIP [31],
AutoDIR [22]

Legend: v = supported; &~ = limited support; X = no/verylowsupport.

attention from which backbone to use toward the joint problem of representing degra-
dation states under compositional and spatially varying corruptions and injecting these
cues into restoration through conditioning and guidance mechanisms such as modula-
tion, cross-attention, routing, prompts, and frequency-aware control. This transition is
especially important for multi-label z, where mis-representation or mis-conditioning is a

common source of artifacts under real mixed degradations.

2.3.2 Degradation Representation and Conditioning in AiOIR

Following the SDIR—MDIR— AiOIR evolution, the central bottleneck is no longer only
whether a unified network can support multiple restoration tasks, but how it represents
the degradation state (“what is degraded”) and how that representation is injected to
steer restoration (“how and where to restore”) when multiple degradations co-exist in a
single image [77, 85, 18, 21, 31]. This distinction is important because image restoration

is already ill-posed for a single corruption, and the ambiguity increases substantially
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under mixed degradations unless the degradation state is parameterized, inferred, or

semantically grounded.

A compact mixed-degradation view. Let z denote the degradation state (or its
proxy) and c the conditioning signal derived from it (e.g., labels, latent embeddings,
prompts, CLIP/VLM tokens, or statistics). In real scenes, degradations are frequently
spatially non-uniform, so the restoration problem is better viewed as a spatially varying
mixture of local degradation operators rather than as a single global corruption state
[21, 22, 31]. This implies two coupled requirements for AiOIR: (i) the degradation rep-
resentation should support composite and non-exclusive corruption states, and (ii) the
conditioning mechanism should preserve spatial faithfulness rather than applying a single
global correction to the entire image.

For a concise comparison across representation and conditioning choices, we use five
desirable properties: mixed-degradation expressiveness, spatial specificity, interpretabil-
ity /identifiability, controllability, and practicality /open-set robustness. The literature
shows that no single family simultaneously maximizes all five properties; instead, each

family makes a different trade-off [21, 31, 22, 26].

2.3.2.1 Degradation representation

Single-label and discrete task-ID representations. A common starting point is
to represent degradation using a discrete task identity (e.g., a one-hot code or class la-
bel), which is compact, easy to supervise, and effective when the corruption class is
known or can be reliably classified [85, 77]. However, this representation is structurally
mismatched to mixed degradations because it assumes mutual exclusivity. In practice,
single-label classifiers typically use a softmax-based objective, which allocates probabil-
ity mass competitively across classes; this encourages the dominant degradation cue to
suppress weaker but still important degradations (e.g., mild blur under stronger haze or
low-light), yielding mis-conditioning in composite settings, and is generally inconsistent
with non-exclusive multi-label targets [89]. As a result, discrete labels are efficient for
closed-set task routing but weak for representing non-exclusive mixtures unless the label

space is expanded combinatorially, which quickly becomes impractical [77, 18].
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Continuous physical and model-based representations. Physical parameteriza-
tions encode degradations through interpretable variables such as blur kernels, atmo-
spheric scattering parameters, or noise levels. Their main advantage is interpretability
and direct severity control, and they connect naturally to restoration priors and classi-
cal estimation frameworks [90, 7, 6]. Recent universal restoration systems also revisit
physically meaningful descriptors to improve control under composite corruptions [21].
The limitation is coverage: real-world degradations often deviate from idealized analytic
models, and multiple degradations can be confounded (for example, low contrast caused
by haze can resemble blur-induced smoothing in some regions). Thus, physical represen-
tations are valuable when the degradation family is well characterized, but they are often

incomplete for open-world mixed degradations.

Learned latent degradation embeddings. A dominant modern direction is to infer
a latent degradation embedding from the degraded image and use it to guide restora-
tion [77, 18, 80]. This avoids manual parameter design and can capture composite cues
implicitly. It is also flexible enough to be integrated with CNN, Transformer, or hy-
brid backbones. The main limitation is identifiability: latent embeddings can be entan-
gled, meaning that different latent codes may produce similar restorations, while similar
degradations can map to different embeddings under domain shift. This weakens inter-
pretability and can reduce stable compositional control unless additional structure (e.g.,

ingredient decomposition, semantic alignment, or calibration) is imposed [18, 80, 24].

Statistics-based and no-reference quality descriptors. Another representation
family uses measurable statistics or no-reference image quality descriptors (e.g., BRISQUE,
NIQE, IL-NIQE, or BIQA-style cues) as degradation proxies [91, 92, 93, 22]. These de-
scriptors are attractive because they require little or no annotation and can provide a
degradation “handle” even when the exact corruption type is unknown. They are also use-
ful for estimating severity trends (e.g., blur-sensitive edge/texture statistics). However,
they are typically non-specific for mixed degradations: several corruptions may produce
similar statistics, and many descriptors are global or patch-level summaries rather than
faithful spatial degradation maps. Consequently, they are useful auxiliary cues but are

rarely sufficient as the sole representation for spatially varying composite restoration.
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Semantic prompts, CLIP/VLM cues, and open-set representation. Prompt-
based and CLIP/VLM-guided methods provide a strong semantic prior for blind and
open-set restoration because they can represent degradations in a richer token/embed-
ding space than closed-set labels [19, 94, 95, 30, 31, 22|. This is a major strength in
real-world AiOIR, where degradations are diverse and not fully captured by a fixed label
set. However, semantic representations introduce a critical separation problem: the em-
bedding may encode scene semantics (content) more strongly than degradation semantics,
especially under heavy corruption or domain shift. In other words, CLIP/VLM features
are highly informative for blind restoration, but restoration-oriented use requires mech-
anisms that separate degradation-related cues from scene-content semantics (or adapt
semantic encoders to corrupted inputs) to reduce content leakage and stabilize control
[31, 21, 22]. This separation issue becomes more pronounced when restoration decisions
must be attributed to multiple co-existing degradations rather than a single dominant

cue.

Multi-label degradation states for non-exclusive mixtures. For mixed degrada-
tions, a more suitable representation is a multi-label state that allows multiple active

factors:

zc 0,1,  z=o0(w,h), k=1,... K, [89] (2.14)

where each dimension can represent the presence or severity of a degradation component.
Compared with single-label softmax formulations, this removes forced mutual exclusivity
and better reflects real composite degradations [18, 96, 26, 21]. Nevertheless, multi-label
representation alone is not sufficient: degradation correlations can still cause confusion,
calibration is nontrivial, and a global multi-label vector does not by itself indicate where
each degradation occurs. Therefore, representation design must be coupled with an ap-

propriate conditioning mechanism.

2.3.2.2 Conditioning and guidance mechanisms

Once a degradation representation (or proxy) is available, the next question is how to

inject it into the restorer so that restoration is controllable, stable, and spatially faithful.
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Existing AiOIR methods use several conditioning families, each with different trade-offs

in expressiveness, compute, and robustness [21, 31, 19, 24, 26].

Early fusion and global feature modulation. Early fusion concatenates condition
signals at the input or shallow feature stages. It is computationally simple and compatible
with labels, continuous descriptors, or multi-label vectors, but the influence of the condi-
tion may dissipate through depth, especially in deep unified restorers handling multiple
degradations [77, 21]|. Feature-wise modulation (e.g., FiLM/AdalIN-style conditioning)
improves controllability by explicitly scaling and shifting intermediate features accord-
ing to the condition [40, 97, 24, 80]. This is often effective for task steering, but global
modulation remains limited for spatially varying mixtures because the same condition
is broadcast across the image. As a result, global modulation can restore the dominant

degradation reasonably well while under-correcting localized minor degradations.

Spatially aware conditioning. To address local mixtures, conditioning must become

spatially adaptive rather than purely global. A generic spatial modulation form is:

Fi(p) = v(c,p) © Fe(p) + Be(c,p),  [40, 41] (2.15)

which is closely related to spatially adaptive normalization mechanisms such as SPADE-
like designs [41]. This formulation aligns better with spatially varying mixed-degradation
behavior because different locations can receive different restoration behaviors. The main
limitation is reliability: many AiOIR systems do not have explicit supervision for spatial
degradation states, so the predicted local conditioning maps may be only weakly grounded

and can hallucinate local corrections under severe or unseen degradations [21].

Token-based guidance (prompts, cross-attention, and CLIP/VLM tokens).
Transformer-based and prompt-based restorers often use token-level conditioning, where
degradation cues are injected as prompts or semantic tokens and fused through atten-
tion mechanisms [64, 19, 31, 21]. This family is powerful because it enables selective
conditioning: different spatial positions can attend to different condition tokens, which
is useful for composite and spatially varying degradations. It is also a natural interface

for CLIP/VLM embeddings and prompt pools [19, 96, 31]. The limitation is robustness
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and cost: token conditioning increases memory/compute and remains sensitive to noisy
or semantically entangled tokens, especially when the semantic encoder is not adapted to

degraded inputs.

Routing and expert selection. Routing or mixture-of-experts (MoE) conditioning
allocates capacity conditionally based on estimated degradation characteristics [98, 99,
26]. This is attractive for mixed degradations because different experts can specialize in
different corruption regimes or granularity levels. However, routing depends critically on
gate calibration. Under domain shift or ambiguous mixed degradations, incorrect routing
can produce brittle artifacts and unstable behavior. Moreover, routing decisions are often
based on global or coarse cues, which can limit fine-grained spatial specificity in complex

scenes [26].

Frequency-aware guidance. Frequency-aware guidance exploits the fact that degra-
dations often have distinctive spectral footprints (e.g., blur attenuates high frequen-
cies, noise alters high-frequency energy, and compression introduces structured artifacts)
[100, 24]. This makes frequency-guided restoration a strong complement to semantic and
spatial cues, particularly for detail preservation and blur-sensitive restoration. The limi-
tation is that many implementations use global spectral summaries or coarse LF /HF con-
ditioning, which may not fully capture spatially varying composite degradations. There-
fore, frequency-aware guidance is most effective when coupled with representations and

conditioning paths that also preserve local spatial specificity.

2.3.2.3 Degradation Representation and Conditioning in implications for

mixed-degradation AiOIR design

The literature indicates that degradation representation and conditioning should be de-
signed jointly rather than treated as independent components. Single-label representa-
tions are simple and stable in closed-set settings, but they are fundamentally limited for
mixed degradations because softmax competition emphasizes dominant degradations and
suppresses minor ones. Multi-label representations better match non-exclusive compos-
ites, yet they require calibrated inference and spatial grounding to be effective in practice

[18, 96, 26]. Physical and statistics-based descriptors improve interpretability or practi-
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cality, but they are often insufficient for open-world mixed degradations when used alone
(90, 91, 22]. CLIP/VLM-guided and prompt-based representations are especially promis-
ing for blind restoration and open-set generalization, but they need explicit mechanisms
to separate degradation semantics from normal image content semantics and to stabilize
conditioning under corruption [30, 31, 21, 22].

On the conditioning side, global fusion/modulation mechanisms are efficient but weak
for localized mixtures, while token-based, spatial, and routing-based mechanisms improve
expressiveness at the cost of robustness or computational complexity [40, 41, 64, 98,
99]. Frequency-aware guidance is an important complementary cue, but it should be
integrated with spatially grounded conditioning for real mixed degradations [100, 24].
These observations support a mixed-degradation AiOIR design in which compositional
degradation semantics, spatially grounded conditioning, and frequency-aware restoration

are coordinated within a single framewor.

2.4 Related Work

Real-world image restoration is naturally formulated as recovering a latent clean image
r € RITWX3 from a degraded observation y, where the degradation process may be
composite, non-exclusive, and spatially varying. As already discussed in Section 2.3.2,
mixed degradations are difficult not only because multiple operators may co-exist, but also
because their local interactions create ambiguity in both representation and restoration
control. This motivates the following related-work discussion around three connected
questions: what restoration backbones are used, how degradation states are represented,
and how those states are injected into the restoration network.

Early progress in restoration largely came from strong task-specific or single-degradation
backbones, including multi-stage CNN pipelines and transformer restorers, which demon-
strated that expressive feature hierarchies can invert complex operators when 6 is fixed
within a task. Representative baselines include MPRNet, SwinlR, Restormer, NAFNet,
and DGUNet [36, 11, 13, 14, 101]. However, these methods generally optimize a task-
conditioned mapping f,(y) under a narrow training distribution; under composite degra-
dation, their failures often arise because the model lacks explicit control of which degra-

dation is present and where it is acting, so the learned estimator tends to collapse toward
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a compromise solution. This gap motivated universal/all-in-one restoration (AiOIR),
which tries to cover multiple degradations with a single model by introducing a degrada-
tion representation z and a guidance mechanism that injects z into the network.

A first line of AiOIR focuses on learning a degradation descriptor z (embedding/prior)
that summarizes 6 and then conditions a shared restorer. AirNet learns an explicit degra-
dation representation to steer restoration [77]; OKNet advances a kernel/operator per-
spective for restoration [102]; and SRUDC illustrates how specialized physical structure
(e.g., scattering) can be modeled with dedicated branches [103]. In parallel, adverse-
weather universal restoration (e.g., haze/rain/snow /raindrops) is developed with unified
encoders and decoders, as in TransWeather [85].

Prompt-driven AiOIR replaces explicit physical parameters with learned prompts or
tokens as an implicit degradation representation. PromptIR uses learnable prompts to
guide a unified restorer [19], and ProRes introduces degradation-aware visual prompts
that can be combined for controllability [104]. Sequential and prompt-learning strate-
gies (e.g., MiOIR) explore ordered restoration under multiple degradations [105]. These
approaches improve guidance interaction mechanisms compared to naive concatena-
tion by letting prompts modulate features through attention. Yet two limitations remain
central for mixed degradations. First, prompts are often weakly interpretable they
improve performance, but the mapping from a prompt dimension to a human-meaningful
degradation factor is unclear and Second, prompts are typically broadcast or injected at
a few layers, so spatial specificity is limited unless prompts are converted into spa-
tial maps. In mixed images, this can look like prompt-induced “global biasing” —helpful
when the whole image is rainy, harmful when only some regions are.

A complementary direction tackles heterogeneity by allocating computation condi-
tionally rather than relying on a single shared transformation for all inputs. MoCE-IR
implements this idea through mixture-of-complexity experts, where a learned router se-
lects experts of different capacity so that difficult degradations activate heavier compu-
tation while easier cases bypass unnecessary experts [42]. The authors report that this
routing improves restoration performance across diverse degradations (including compos-
ite settings) while reducing redundant computation via conditional execution. Never-

theless, the routing signal is learned implicitly and is not a human-readable multi-label
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degradation state, and the routing decisions are not calibrated as a dense spatial mix-
ture field my(u); thus, interpretability and explicit region-wise verification of “which
degradation is handled where” remain limited. Related AiOIR improvements include
privilege/self-improvement training signals and feature perturbation for robustness across
tasks [106, 46].

More explicit region-aware reasoning has recently been pursued via latent-prior for-
mulations that infer degradation cues directly from the corrupted input. DAIR-LPE
proposes a structured “which—where—what” pipeline: it estimates latent priors using a
VAE-like encoder, injects these priors into the restoration encoder to form degradation-
aware features, and predicts compact degradation maps that guide localized reconstruc-
tion in the decoder [107]. The authors report improved all-in-one restoration quality
and robustness, particularly because the explicit map pathway strengthens “where/how”
guidance compared to purely global prompts or single latent descriptors. However, the in-
ferred degradation state remains primarily encoded in latent variables and internal maps
rather than an explicit human-readable non-exclusive multi-label “what” representation,
so semantic interpretability is only partial. In addition, to avoid unsupported claims,
we now justify computational cost using the metrics reported in [107] (e.g., published
Params/FLOPs and memory/speed analysis) and we describe its added pipeline com-
plexity (latent prior pretraining followed by restoration training), instead of using vague
wording.

Rather than modeling degradation semantics explicitly, EvolR improves all-in-one
restoration by strengthening frequency-aware restoration and by adapting training ob-
jectives over time. It introduces a Frequency-Modulated Module that separates low /high-
frequency processing and applies modulation to better preserve structures and textures,
and it couples this with an evolutionary optimization strategy that adjusts loss weights
during training to mitigate objective conflicts [47]. This design is particularly rele-
vant for composite cases involving blur, where recovering high-frequency detail and bal-
ancing fidelity versus perceptual objectives are both challenging. Despite these gains,
EvolR’s degradation reasoning remains implicit: the method improves restoration be-
havior through frequency modulation and training-time weight adaptation, but it does

not expose an explicit semantic multi-label degradation state or a calibrated dense spatial
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representation of region-wise mixed degradation [47].

Diffusion-based universal restoration addresses restoration ambiguity more directly by
modeling a generative reverse process instead of a single deterministic inverse. Patch-
based diffusion for adverse weather restoration demonstrates that localized priors and iter-
ative refinement can improve generalization [108]. WaveDM integrates wavelet structure
into diffusion, aiming to better preserve textures and high-frequency details [100]. Au-
toDIR combines automatic degradation identification (via BIQA/VLM cues) with latent
diffusion restoration and optional text control [22]. DiffUIR introduces a selective/shared-
distribution mapping strategy within conditional diffusion for universal restoration [23],
and mixed-degradation diffusion variants (e.g., joint-conditional designs) explore stronger
conditioning of the reverse process [109]. Very recent directions attempt to unlock diffu-
sion priors for all-in-one settings at scale [110]. Despite strong realism, diffusion methods
face practical and methodological constraints. First, multi-step sampling cost complicates
deployment. Second, conditioning is often global or prompt-based, so spatially hetero-
geneous mixtures can still be under-specified. Third, without an explicit interpretable
degradation decomposition, it is harder to attribute gains (or failures) to specific corrup-
tion factors.

Vision-language-guided restoration pushes semantic awareness into AiOIR by using
language or CLIP-like embeddings as a high-level degradation descriptor[30]. Controlling
vision-language models for universal restoration (often implemented with CLIP-aligned
guidance) demonstrates that semantic descriptors can steer restoration without hard
task IDs [32, 31]. InstructIR further explores instruction-driven restoration as a generic
interface [82], and text-aware diffusion restoration extends this coupling to diffusion con-
ditioning [43]. Large-scale restoration in the wild (e.g., SUPIR, InstantIR) uses powerful
generative priors and reference-like guidance for photo-realism beyond synthetic bench-
marks [111, 112]. However, semantic guidance introduces a new failure mode: VLM
embeddings can entangle content semantics with degradation cues, so the guidance
may shift colors, textures, or structure in ways not attributable to a clean inverse opera-
tor. In mixed degradation, this ambiguity is amplified unless the system can (a) separate
“what is degraded” from “what is depicted” and (b) localize guidance spatially to match

the region-wise layout of degradation across the image. Thus, semantic awareness alone
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is insufficient; it must be paired with a spatially granular interaction mechanism and an
interpretable representation of the composite degradation state.
Composite-degradation-centric frameworks combine unified modeling with stronger
conditioning, but they still reveal a coverage-and-representation gap when degradations
are diverse and spatially heterogeneous. OneRestore is an important reference point
because it explicitly targets composite restoration using scene/degradation descriptors
and strong descriptor-guided interaction within a unified transformer, and it reports
strong results on the CDD-11 single and composite benchmarks [21]. At the same time,
the descriptor set is closed and the conditioning is fundamentally global, so weak factors
and region-wise mixtures are not represented as a calibrated spatial field my(u) and
the reasoning is only partially verifiable at pixel level. Moreover, OneRestore’s CDD-11
benchmark formulation is centered on adverse-weather /illumination primitives (low-light,
haze, rain, snow) and their composites; thus, blur-centric composites are outside that
benchmark scope [21]. This distinction matters for our setting because blur is a non-
invertible low-pass degradation that removes high-frequency structure, so mixtures such
as blur+rain or blur+haze require stronger frequency/structure recovery than weather-

only compositions.

Legend: A: explicitly designed and validated; +: partial/implicit support; A: absent
or very low.

Desirable Properties for Table 2.3: G (Spatial specificity) a method can represent
spatial mixtures (e.g., different degradations in different regions) rather than only a global
descriptor; S (Semantic awareness) check degradation cues are language/CLIP /in-
struction grounded (human-aligned “what to fix”); C (Composite robustness) cred-
its explicit mixed/composite training/evaluation; I (Interaction) distinguishes shallow
conditioning (weak influence) from deep control (modulation, cross-attn, routing, dif-
fusion conditioning); T (Interpretability) check if guidance signal is readable as an
explicit multi-label degradation state (and ideally supports “what-+where”). For clarity,
the table scores are assigned using the above rubric definitions: in particular, G evaluates
whether a method supports a dense spatially aligned degradation representation (not only

descriptor-guided interaction), while T evaluates whether the degradation guidance/state
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Table 2.3: Comparative analysis on Related Work

Paper G|S|C|I|T|Summary of limitations

MPRNet(2021) [36] A [A| A |A|A |Noexplicit degradation state, weak under mixtures

NAFNet(2022) [14] AlA A | A [Strong backbone, but global compromise on mixed
scenes

Restormer(2022) [13] AlA A | No controllable/inspectable z; spatial mix
under-specified

Fourmer(2023) [113] A|A A | Frequency prior helps, but lacks explicit mixture
semantics

AirNet(2022) [77] A|A z mostly global; limited “where” for spatial
mixtures

TransWeather(2022) [85] AlA A | Weather scope; no explicit multi-label
representation

PromptIR(2023) [19] AlA Prompts typically global; partial interpretability of
mixtures

WeatherDiff(2023) [108] A | A | A | A |Iterative cost + opaque control across steps

AutoDIR/(2024) [22] AlA|A z often global; diffusion cost/opacity remains

DA-CLIP(2024) [31] AA A Semantic “what” improves, but “where” is
ambiguous

InstructIR(2024) [82] A|A A Instructions global; spatial heterogeneity
under-constrained

OneRestore(2024) [21] A | A | A| A |Primitive coverage gap (e.g., blur-centric mixtures)

DAIR-LPE(2025) [107] | A |A| A |A Explicit latent “which-where-what” localization,
but degradation semantics remain latent (not a
readable multi-label state)

EvoIR(2025) [47] A|AlA|A Strong frequency-aware modulation and adaptive
optimization, but no explicit semantic/spatial
degradation state

MoCE-IR(2025) [42] AlA|A Routing not semantic; spatially dense routing
often limited

is readable or inspectable from the method outputs/controls.

Table 2.3 presents our synthesis of the cited literature under the G/S/C/I/T rubric,
based on each paper’s reported design choices and validation evidence, and exposes a
consistent structural trade-off across restoration families. Strong backbones (MPRNet /-
NAFNet/Restormer /Fourmer) can score well on distortion metrics when trained broadly,
yet they remain low in T because they do not expose any explicit degradation repre-
sentation; consequently, mixed scenes are handled by a global compromise rather than
localized corrections. Prompt and factorization methods (AirNet, PromptIR, ProRes,
WGWS-Net) improve I and sometimes C, but their control variables are often global
tokens or latent codes, so G remains limited when degradations are spatially heteroge-

neous. Diffusion-based lines (WeatherDiff, WaveDM, AutoDIR) increase I and robustness
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by modeling multi-modality, but this comes with iterative cost and weaker interpretability
of “which degradation was fixed where.” Vision-language control (DA-CLIP, InstructIR)
substantially improves S, yet without spatial grounding it still cannot fully represent
region-wise mixtures, so semantics alone does not solve mixed degradation restoration.

Taken together, these recent composite-aware AiOIR frameworks make clear progress,
but they also expose four recurring gaps that remain incompletely addressed in com-
bination [21, 42, 107, 47]. First, non-exclusive degradation representation is still lim-
ited: OneRestore relies on a closed descriptor set, MoCE-IR and EvolR adapt implicitly
via routing or frequency behavior, and DAIR-LPE encodes degradation cues in latent
variables; consequently, none of them provides a readable multi-label degradation state
that can be directly verified under arbitrary mixtures [21, 42, 107, 47]. Second, spa-
tial specificity of conditioning is uneven: DAIR-LPE advances localization through ex-
plicit degradation maps, whereas OneRestore remains largely global at the descriptor
level, MoCE-IR routes computation without producing a calibrated dense spatial decom-
position, and EvolR’s spatial effects are mainly frequency-driven rather than mixture-
calibrated [21, 42, 107, 47].

Interpretability of degradation reasoning remains partial: descriptors in OneRestore
and maps in DAIR-LPE provide some interpretability signals, but the control variables in
MoCE-IR and EvolR are not aligned to named degradations and therefore offer limited
degradation-level explainability [21, 42, 107, 47]. Fourth, multi-objective conflict under
composite degradation is addressed only selectively: EvolR explicitly adapts objective
weighting during training, while OneRestore and DAIR-LPE improve composite perfor-
mance primarily through architectural conditioning; however, these gains are not coupled
with an explicit readable non-exclusive representation and fully verifiable region-wise
reasoning across mixtures [21, 107, 47]. These open gaps motivate designs that jointly
support readable non-exclusive mixture representation, spatially specific conditioning,
interpretable degradation reasoning, and stable learning under competing objectives in

composite restoration.
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Chapter 3

Methodology

This

chapter presents the methodology used to build and evaluate the proposed restora-

tion system. It first introduces the Design Science Research Process (DSRP) adopted in

the study, then describes the dataset protocol, pre-processing pipeline, and the implemen-

tation details of the proposed model. Mathematical expressions are included only where

they define implemented operators, conditioning functions, and optimization objectives.

3.1

This

Research Methodology

study adopts the Design Science Research Process (DSRP) as the guiding

research methodology [114]. In this thesis, DSRP is used to organize the study from

problem definition to artifact construction, demonstration, evaluation, and communica-

tion.

Figure 3.1 summarizes the six DSRP stages followed in this work.

Design Science Research Methodology (Peffers et al., 2007)

Expert Feedback

YU ) N\
2. Objective Formulation | 4. Demonstration
1. Problem Identifica_lion ) - Formulate composite restoration 3. Design & Deve_lopment X :I'rain on CDD-13 dataset
- Global descriptors fail on spatial model - CDSM-Net Architecture - Extend CDD_11 to CDD-13 (Blur-
mixtures - Define spatial & semantic - MDSM (Multi-label Semantic) | S -
- Semantic entanglement in VLMs objectives - WAVeViM (Wavelet Mamba) clenfmc) h ites &
- Spectral bias (HF detail loss) - Specify measurable metrics. - SGSM (Self-Gated Spatial) Shstence.on PN CaeEtEs
(PSNR, SSIM) real world images
N i y
; A
H 5. Evaluation
Refine Design - Benchmark vs SOTA (OneRestore)

"""""""""""""" - Ablation
- Quantitative (PSNR/SSIM)

Refine Objectives

Yes

Reassess Problem

6. Communication
- Thesis Documentation

- Visualizing Gating Maps
- Defense Presentation

Figure 3.1: Research Design Workflow[1].



Problem Identification and Motivation: Inthe DSRP problem-identification stage,
the study focuses on the limitations of existing all-in-one restoration methods under mixed
degradations, particularly when multiple corruptions co-exist and vary spatially within

the same image.

Objective Formulation: In the objective-formulation stage, the study defines the
design goal as developing a restoration artifact that can represent non-exclusive degra-
dations, guide restoration spatially, and preserve both structural and detail information

under composite corruption.

Design and Development: In the design-and-development stage, the proposed arti-
fact is constructed as CDSM-Net. The detailed architecture, conditioning strategy, and

learning objective are presented later in Section 3.5.

Demonstration: In the demonstration stage, the implemented artifact is trained and
applied on the selected benchmark protocols to verify that the full pipeline operates under

controlled mixed-degradation settings.

Evaluation: In the evaluation stage, the artifact is assessed using quantitative metrics,

ablation studies, robustness analysis, and real-world no-reference evaluation.

Communication: In the communication stage, the complete methodology, implemen-

tation details, experimental results, and interpretations are documented in this thesis.

3.2 Data Acquisition

A central hypothesis of this thesis is that All-in-One Image Restoration (AiOIR) models
trained on narrowly defined benchmarks can struggle to generalize to real-world compos-
ite degradations, particularly when motion blur co-occurs with weather effects. Existing
benchmarks provide a strong foundation for weather-based restoration, but they offer
limited blur-aware composite coverage within the same paired protocol [21]. In
this thesis, camera-shake blur is treated as a motivating blur model for synthetic stress-

testing, while the rolling-shutter component is used only as a lightweight dataset-synthesis
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heuristic to diversify blur structure; it is not claimed as an independently benchmarked
restoration target. The purpose of adding blur-centric synthesis is therefore not to prove
standalone rolling-shutter recovery, but to test whether the proposed frequency-aware
restoration pipeline remains robust when motion blur suppresses high-frequency detail, a
difficulty well established in the image deblurring literature [115, 5, 39]. To address this
gap, we construct the Composite Degradation Dataset-13 (CDD-13), a physics-
based extension of the standard benchmark setting [21] that expands blur-centric com-

posites and supports controlled robustness stress-testing.

3.2.1 Datasets and category definitions

CDD-11 (baseline). CDD-11 provides clean images and 11 degraded categories span-
ning four primary degradations (haze, rain, low-light, snow) and their composites [21].
We denote its category set by Cyy.

CDD-13 (paired experimental dataset used in this thesis). The primary
dataset in this thesis is CDD-13, defined as

Ci3 = Cy1 U {blur, blur_haze}. (3.1)

CDD-13 preserves the paired clean/degraded supervision protocol while extending Ciq
with two blur-centric categories, {blur,blur_haze}. In CDD-11, there are 4 single
and 7 composite categories (5 double + 2 triple), and we follow the published split
of (N, Mvar, Me) = (1183,0,200) per category (no validation), totaling 13,013 training
pairs and 2,200 testing pairs. For CDD-13, each category contains 1,183 paired samples
(total 15,379 pairs across 13 categories; 5 single and 8 composite, where the additional
composite is blur_haze), and we use a standard 80/20 split with no validation (946 train
/ 237 test per category), resulting in 12,298 training pairs and 3,081 testing pairs. This
thesis treats CDD-13 as an experimental paired dataset protocol used for model
development and evaluation; it is not presented as a community-standard benchmark.
This thesis uses both CDD-11 and CDD-13 in complementary roles under a paired
evaluation setting. CDD-11 is used as the primary external benchmark to evaluate
restoration performance under the standard composite-degradation protocol and to sup-

port fair comparison with prior methods reported on the same categories. CDD-13 is
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used to assess composite robustness under blur-aware mixed degradations and to provide
an additional stress-test setting beyond the original CDD-11 category space. This separa-
tion allows the thesis to report standardized benchmark performance while also examining

robustness to blur-centric composites within the same paired evaluation framework.

3.2.2 Dataset synthesis / generation (CDD-11 — CDD-13)

3.2.2.1 Synthesis principle and pairing

HxWx3  each synthesized degraded image is generated by

Given a clean image y € [0, 1]
composing a sequence of degradation operators with sampled severity parameters. One-
to-one pairing is preserved by exporting synthesized images with the same filename stem

and split membership as their clean counterparts, ensuring aligned supervised pairs (x,y).

(1) Blur category (blur)

The blur category is generated to represent motion-blur-dominant degradations that
are under-represented in the original CDD-11 taxonomy. The primary blur process is
modeled as convolution with a point spread function (PSF), following standard image

deblurring formulations for camera-shake blur [115, 5, 39]:

xXp(u) = Zy(v) K(v—u;ky), (115, 5] (3.2)

vEQ
where K (-;kp) is a trajectory-based PSF sampled per image. To introduce additional
non-uniform blur variation beyond a single spatially uniform PSF, we use the follow-
ing dataset-synthesis heuristic, in which several blurred variants are blended across

vertical bands to create a rolling-shutter-like effect:

B

Xs(U) = ij(u) (v * K;) (u), ij(u) =1, (3.3)

j=1

with B bands and a small jitter controlling band transitions. This band-wise blending
is used only to diversify the synthetic blur structure within the blur category; it is not
treated as a standalone calibrated rolling-shutter benchmark. With a small probability,
local object motion blur is added by blending a soft mask region with an alternative

PSF-blurred version.
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(2) Composite blur+haze category (blur_haze)

For blur_haze, the blur image x,, is further degraded using the atmospheric scattering
model:

x(u) = X,5(u) t(u) + A (1 —t(u)), (116, 33] (3.4)

where A is airlight and ¢(u) is transmission [116]. Transmission is generated using depth

guidance:

oo (1) = exp( — Blu) dfarm)), 116, 33] (3.5)

where dp,, is a far-depth proxy derived from a monocular depth estimator (MiDaS) [117].
If depth is unavailable, a dark-channel prior estimate is used as fallback [90]. To increase

realism, we define an implementation-specific spatially varying scattering coefficient:

B(u) = Bo(L+ An(uw), n(u) € [-1,1], (3.6)

where n(u) is low-frequency noise and A controls variation. An edge-aware guided filter
is then applied to refine transmission and reduce halo artifacts.
Severity ranges. For blur, we sample PSF length L € {9,13,17} pixels and direc-
tion 6 ~ U(0°,180°) to cover mild, medium, and strong motion blur. Thus, the main
controlled blur severity in this thesis is determined by PSF extent and direction diver-
sity, not by a separately calibrated rolling-shutter parameter. For the rolling-shutter-like
blending in Eq. (3.3), we use a small number of vertical bands and mild transition jit-
ter so that this component remains a secondary source of non-uniformity rather than
the dominant degradation. For blur_haze, we apply haze on top of blur and sample
Bo ~ U(1.0,2.0) and airlight A ~ ¢£(0.6,0.9) (with the spatially varying S(u) defined in
Eq. (3.6)).

The CDD-13 protocol provides three properties required by this thesis: paired su-
pervision, blur-aware category coverage, and controlled split consistency for quantitative

comparison. These properties are sufficient for the main training and evaluation pipeline

of CDSM-Net.
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3.3 Benchmark Datasets and Evaluation Protocol

Our evaluation is designed to answer two complementary questions. First, can the model
restore known composite degradations faithfully when pixel-aligned ground truth is avail-
able. Second, does the same model generalize to uncontrolled real scenes where mixed
degradations arise naturally and no reference image is used during evaluation. To cover
both, we report paired full-reference results on synthetic composite benchmarks (CDD
family) and no-reference results on real-world datasets (LOLv2, NH-HAZE, Snow100K-
Real).

3.3.1 Paired Synthetic Composite Benchmarks (Primary)

3.3.1.1 CDD-11 benchmark protocol

We evaluate composite restoration using the CDD-11 benchmark protocol introduced
with OneRestore [21], which is built by synthesizing degradations from clean images
sourced from the RAISE dataset [118]. CDD-11 contains 11 categories consisting of
four single degradations and their canonical mixtures: {low, haze, rain, snow, low_haze,
low_rain, low_snow, haze rain, haze_snow, low_haze_rain, low_haze_snow}. We use CDD-
11 as an external benchmark to compare fairly against prior composite-restoration

work under the same protocol.

3.3.1.2 CDD-13 (ours): CDD-11 + two blur-centric categories

To study blur-centric composites in the same CDD setting, we extended the original
CDD-11 category space by adding 2 blur-related categories in an internal extension that
we refer to as CDD-13. We use only the original CDD-11 categories plus two additional
categories from the extension: {blur, blur_haze}. This yields 13 total categories, and we
denote the resulting experimental set as CDD-13. CDD-13 is the primary training set
used in this thesis and serves as an internal blur-aware extension for model development
and auxiliary stress analysis, while the main cross-method quantitative benchmark is kept

on CDD-11 [21] for fair comparison with prior work.
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3.3.2 Real-World Benchmarks (No-Reference Setting, NIQE-only)

Real mixed degradations rarely provide pixel-aligned ground truth. Therefore, for real-
world testing we deliberately adopt a no-reference evaluation protocol and report NIQE [119]
on restored outputs. We evaluate on three real datasets: LOLv2 (real low-light im-
ages) [120], NH-HAZE [121], and Snow1l00K-Real [122]. Although NH-HAZE is
released as paired (hazy / haze-free), the haze in NH-HAZE is not digitally added; it
is produced on-location using a professional haze generator to create non-homogeneous
haze [121]. In this thesis we use only the hazy images and report NIQE to stress-test
generalization under realistic haze that is spatially varying and not synthetic. Snow100K-
Real provides real snowy scenes without ground truth [122]. In practice, these real scenes
often include additional uncontrolled artifacts (e.g., low-light exposure or atmospheric
effects), making it a useful stress-test for mixed real degradations under NIQE-only eval-
uation. The final real-world analysis in this thesis is restricted to NIQE-based evaluation

on LOLv2, NH-HAZE, and Snow100K-Real..

Dataset Image nature GT used Metrics Use in Chapter 4
CDD-13 (ours) Synthetic composite | Yes PSNR/SSIM Primary  training  set;
(13 cats) paired quantitative eval-
uation and blur-centric
robustness analysis.
CDD-11 [21] Synthetic composite | Yes PSNR/SSIM External benchmark for
(11 cats) fair composite comparison.
LOLv2 [120] Real low-light im- | No (GT not | NIQE Real-world generalization
ages used) (NIQE-only).
NH-HAZE [121] Real non- | No (GT not | NIQE Real haze generalization
homogeneous haze used) using  hazy-only  split
(NIQE-only).
Snow100K- Real snowy scenes | No NIQE Real snowy / mixed real-
Real [122] (no GT) artifact stress test (NIQE-
only).

Table 3.1: Datasets and metrics used for training and evaluation.

3.3.3 Evaluation Metrics and Reporting Protocol

Evaluation region and normalization. All full-reference metrics are computed on
[0, 1]-normalized images (outputs clipped to this range) after mapping each restored out-
put back to the corresponding ground-truth resolution. When padding/letterboxing is
used, PSNR/SSIM are computed only on the valid scene region Q2 (mask bounding-box

crop), ensuring that padded borders never influence the reported scores.
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Full-reference metrics (paired). For paired benchmarks (CDD-11 and CDD-13), we
report PSNR and SSIM. Let = € [0, 1]**#*W be the ground truth and z € [0, 1]**7*W be
the restored output. Let Q denote the evaluated valid region (the full image if no padding
is present, otherwise the mask bounding-box crop). We compute mean squared error
over € and convert it to PSNR using the standard full-reference definition from image
processing [2]. PSNR measures pixel-wise reconstruction fidelity in decibels; higher PSNR
indicates lower reconstruction error. SSIM complements PSNR by measuring perceived
structural similarity (luminance, contrast, and structural correlation) between z and Z;
higher SSIM indicates better preservation of image structure. We compute SSIM using

the standard local-window formulation of Wang et al. [123] over the same evaluated region

(), and report dataset means for both PSNR and SSIM.

No-reference metric (real-world). For real-world datasets without ground-truth us-
age, we report NIQE [119] computed on restored images only. NIQE measures deviation
from natural image statistics; lower NIQE indicates higher perceptual naturalness under
the model assumptions. We use NIQE consistently for LOLv2, NH-HAZE (hazy-only),
and Snow100K-Real. NIQE is computed using the standard PyIQA (IQA-PyTorch) no-
reference implementation (default settings) on each restored output image and reported

as the dataset mean.

Efficiency metrics. To quantify deployability, we report parameter count, multiply-
accumulate operations (MACs) for a 256 x 256 input, and single-image inference latency

on a single GPU.

3.4 Data Preprocessing

This section describes how raw paired images are converted into fixed-size training tensors
for CDSM-Net. The preprocessing pipeline is designed to satisfy three requirements of
mixed-degradation restoration: (i) shape standardization for efficient batched train-
ing at fixed resolution, (ii) geometry preservation so degradation cues (e.g., streak
direction, blur extent, haze structure) are not distorted by anisotropic resizing, and (iii)
valid optimization/evaluation so padded pixels do not bias losses and image-quality

metrics. Figure 3.2 illustrates the full pipeline.
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Figure 3.2: Data preprocessing pipeline.

These preprocessing operations were selected as methodological controls rather than
as cosmetic image manipulations. Letterbox resizing is used instead of stretched resizing
to preserve the original aspect ratio and avoid geometric distortion during resampling,
since anisotropic scaling can alter image structure and change the spatial appearance
of degradation cues [49, 2]. Replicate padding is preferred over zero padding because
padding values can introduce artificial boundary statistics and spatial bias in convolu-
tional feature maps, especially near image borders [124]. A validity mask is therefore
computed so losses and full-reference metrics are restricted to real image content, follow-
ing the masked-processing principle that invalid regions should not drive feature responses
or optimization [125]. Finally, the negative sample is used only during training because
it supports the auxiliary composite-separation objective, whereas inference requires only
the degraded input and should not depend on any additional supervisory signal. The

empirical effect of these preprocessing choices is evaluated separately in Chapter 4.
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3.4.1 Letterbox resizing with replicate padding

Given a paired degraded image x € R¥**% and clean target y € R¥***% we map both to
a fixed training size (H, W) = (256, 256) using letterbox resizing (aspect ratio preserved).
Let
W H
s = min (—, E) , w' = round(sw), A’ =round(sh). (3.7)
w
We resize to (h/,w’) (bicubic) and place the result at the center of an (H, W) canvas.

The remaining border region is filled using replicate padding (edge-value repetition),

which prevents the model from learning artifacts caused by constant-color padding.

3.4.2 Validity mask for content-only supervision

Padding creates pixels that do not correspond to real image content. We therefore com-

pute a binary validity mask m € {0, 1}1*#*W indicating the resized content region:

1, (u,v) falls inside the placed resized region,
m(u,v) = (3.8)

0, otherwise.

During training and evaluation, losses and metrics are computed on the valid region only,

i.e., using m ® (+), which removes any bias from padded pixels.

3.4.3 Negative sample (training only)

For objectives that require a mismatched reference (described in the loss section), we
additionally sample a negative image y~ from a different scene in the same split. The
dataloader therefore returns (Z, g, y~, m) during training; the negative is not used during

testing.

3.5 Design and Development

The notation in this section follows standard image restoration and composite-degradation
conventions used in AiOIR literature [21]. Let y € R¥*W>3 denote the latent clean im-

age and z(®) € REXWx3 the observed degraded image. We use the standard composite-

26



operator notation

20 = (Dk oDy q10---0 Dl) (v) + & (3.9)

where D; denotes a degradation operator (e.g., blur, haze, rain, low-light effects) and ¢ is
residual noise. Standard formulations (e.g., affine modulation, attention operators, and
wavelet-domain transforms) are adopted where appropriate. Unless an explicit citation is
attached to an equation, the equations that follow in the MDSM, SGSM, and WAVeViM
subsections are implementation definitions of the proposed model in this thesis rather
than formulas copied from a single prior source.

The proposed restoration system is formalized in the following subsections.

3.5.1 Proposed Architecture Overview: CDSM-Net

CDSM-Net is organized as a controller—interface—backbone pipeline: MDSM predicts
a multi-label degradation mixture and emits a compact global code C'; SGSM translates C'
into spatially selective modulation parameters; and WAVeViM performs wavelet-domain
restoration by separately processing low-frequency (LF) structure and high-frequency
(HF) details before reconstructing the final image. Figure 3.3 summarizes the complete

end-to-end data flow.

Multi-label Degradation Semantic Modulator(MDSM) @ Trainabl
] rainable
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'
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Code IN
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Figure 3.3: Overview of the proposed architecture network: CDSM-Net

At a high level, Figure 3.3 can be read from left to right: we first standardize the
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input resolution without geometric distortion (avoiding stretch-based resizing), then
infer a multi-label degradation state, and finally apply a wavelet-conditioned restoration
backbone that treats structure and texture with dedicated pathways. The key integration
points are (i) the conditioning code C' produced by MDSM and (ii) the SGSM operator
that injects C' into multiple backbone stages to guide restoration under spatially varying

composites.

Architectural contribution. CDSM-Net integrates established building blocks (frozen
CLIP feature extraction [30], wavelet decomposition, attention-based interactions, and an
optional lightweight diffusion-style refiner) within a unified mixed-degradation restora-
tion framework. The contribution of this thesis is the problem-specific integration
and conditioning design: (i) MDSM, which models non-exclusive degradation co-
occurrence through multi-label routing and produces a global conditioning code; (ii)
SGSM, which converts global semantic conditioning into feature-dependent spatial mod-
ulation without external masks; and (iii) WAVeViM integration, which couples se-
mantic control and spatial modulation with explicit LF/HF restoration pathways for
composite degradations.

The contribution of this thesis does not lie in introducing CLIP, Mamba, or diffu-
sion as standalone modules, since these are established components in the literature.
Instead, the contribution lies in the interpretable semantic controller (MDSM), the self-
gated spatial conditioning interface (SGSM), and their integration with a wavelet-based
hybrid restoration backbone for mixed-degradation restoration under practical memory
constraints.

The following subsections formalize the three principal components of CDSM-Net and
their interaction: the MDSM semantic controller (Section 3.5.2), the SGSM conditioning
interface (Section 3.5.3), and the WAVeViM restoration backbone (Section 3.5.4).

3.5.2 Multi-label Degradation Semantic Modulator (MDSM)

The restoration backbone in CDSM-Net requires an explicit control signal that speci-
fies what degradations are present in the observed input, including multiple co-
occurring degradations, while remaining stable and interpretable. Vision-language en-

coders (e.g., CLIP) provide strong global representations, but their embeddings are pri-
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marily optimized for semantic alignment and therefore may entangle scene semantics
with degradation cues [30]. The Multi-label Degradation Semantic Modulator
(MDSM) addresses this by converting frozen VLM features into (i) an interpretable
multi-label degradation mixture vector a over a predefined degradation vocabulary, (ii)
a dynamic degradation text embedding ef)ftn synthesized from a learnable degradation
prototype memory bank, and (iii) a compact global conditioning code C' that summa-
rizes the degradation state for downstream conditioning. The CLIP encoder notation
and similarity computations used below follow standard VLM formulations [30]; the pro-
posed component in this stage is the DSMixer-based routing and memory-mixing
mechanism for composite degradation modeling. In our implementation, the DSMixer
is the routing/mixing component inside MDSM: it computes the mixture weights a and

mixes the degradation memory to form el (see Figure 3.4).

T Multi-label Degradation Semantic Modulator(MDSM)--.. %Tramable
i 7+ Frozen
DSMixer Logic Block \ N ’
VISUAL / TEXT Embedding Trainable
> Linear Proj (Q), Linear(c_img) Degradation Memory Bank M é’
Query q ( (K, 512) [Rain, Snow, Blur...]
OpenCLIP —
. Similarity
\ oD sims = (q @ M.T) / temp - pot Product
Input Degraded Image x |mage Encoder eme < Weighted Sum
l (Dynamic Text)
N Sigmoid o_txt=alpha @M
a=sigmoid(sims)  (Multi-Label)
Optional Text Prompt cup
"Remove Rain" Text Encoder ": Alpha (Probabilities) e_txt_dyn
e ;
*/ H Ex: [0.95 Rain,{0.80 Blur,0.1Noise.....] FiLM GENERATION
| e_txt_-m R - - .
"""""""" (1,812) "7 T
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P J

T
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Comes from LF Projection or
the previous Encoderstage).

Figure 3.4: MDSM block diagram

Input, VLM image encoding, and optional user text. Let x € RB*3x256x256

be the letterboxed input (Eq. (3.8)). The controller branch follows the VLM/CLIP

preprocessing requirements; we resize only for the controller:

To94 = Resizeg (), T = w, (3.10)
o
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where 1,0 € R? are the VLM normalization constants. A frozen VLM image encoder

then returns an ¢s-normalized embedding

_or(@) x .
Cimg = VT T B c REXD, (D = 512 for CLIP ViT-B/32), (3.11)

so in the running batch example B = 2 we have ej,, € R?**'2. For intuition, one
embedding row may begin as

el = [0.042, —0.158, 0.891, —0.003, 0.112, ... ],

img

”eimg”2 =1

In addition, MDSM supports an optional user-provided text input (scene description
and/or explicit degradation descriptor). Given a text string s (e.g., “night street view
with heavy rain and fog” or “degradation: rain, haze, low-light”), a frozen VLM text

encoder produces
_ VL ( 8)

A AT

When no user text is available, we treat ejy; as absent and instead construct a dynamic

usr

€ REXD, (3.12)

text embedding from the memory bank (Eq. (3.18)).
Degradation memory bank. We maintain a degradation memory bank that stores

semantic prototypes for each degradation category:

M € RE*P, (3.13)

where K is the number of degradations used by the controller (e.g., K = 13 for CDD-
13), and each row M, € R represents a prototype direction in the VLM text space
for degradation k. We initialize M using the VLM text encoder applied to canonical
prompts such as “a photo with rain degradation” or “a photo with low-light degradation”,
providing a semantically meaningful starting point. To adapt prototypes to dataset-
specific appearances, we optionally allow M to be trainable; to avoid unstable drift, an

exponential moving average (EMA) update can be used:

M « pM + (1 — p) Miearned, p€1[0,1). (3.14)
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DSMixer: computing multi-label mixture weights. DSMixer predicts which
degradations are present by comparing the image embedding to the memory prototypes.

We first project and normalize the image embedding into the memory space:
g=—2M8_ e REXD Wy, e RPXP, (3.15)
then compute temperature-scaled similarity logits to all prototypes:
z=1— € RBXK 7> 0. (3.16)

Each logit 2, is directly associated with a named degradation k; for instance, with an
ordering

[k] = [blur,haze,rain, low,.. .|,

the mixture vector is interpretable as

ap = [ab,blun Qp hazey Xb,rainy Xb,low; - - - ] .

To allow multiple degradations to be active simultaneously, we use a multi-label activa-

tion:
1

7 +exp(—zpx)’

a = o(z) € [0,1]P*F, Qp g (3.17)

(optionally replaced by a sparse normalizer such as entmax to encourage selective acti-
vations while retaining multi-label behavior). This design avoids the mutual competition
imposed by softmax normalization. For example, if a composite input produces high

logits for several degradations, e.g.,
2 = [ Zhaze = 7-8, Zrain = 7.5, Z1ow = 6.9, Zprur = 1.2, ... ],
then sigmoid yields strong simultaneous activations
ap = [ Opaze =~ 0.9996, Qpain ~ 0.9994, 10y =~ 0.9990, apier ~ 0.77, ...],
whereas a softmax would necessarily redistribute probability mass and reduce at least
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one active component, even when the degradations truly co-occur. Consequently, « is
directly readable as per-degradation presence/severity evidence (e.g., Onaze close to 1
indicates strong haze evidence in the input).

Dynamic text embedding from the degradation cocktail. Given the multi-
label mixture a, we synthesize an image-specific degradation embedding by mixing the

memory prototypes:

e — oM e RPXP, (3.18)

This operation turns the interpretable mixture weights into a continuous, VLM-aligned
text vector describing the degradation cocktail. Using the same named ordering, if one

sample has
Qp = [Oéblur = 0127 Ohaze = 0927 Olrain = 0817 Aoy = 0647 < ]7

then e is dominated by the haze/rain /low-light prototype directions while still retaining
blur influence, producing a single vector that remains compatible with VLM conditioning.
Global conditioning code C. MDSM aggregates the controller outputs into a com-

pact global conditioning code. We first select the text embedding used by the controller:

erst, if user text s is provided,

Cixt — Eixt € RBXD. (319)

dyn .
€t s Otherwise,

We then form the global conditioning code by concatenating image, text, and multi-label
mixture:

C = Concat(eimg, Cixt a) € REX(@DHE) (3.20)

For CDD-13, K = 13 and D = 512, hence C € RB*1037 (and in the running example,
C € R?*197) This code compactly summarizes what to restore: it contains the global
semantic context (ejmg), an explicit degradation descriptor in VLM space (e ), and the
interpretable multi-label degradation state («). Having produced a global multi-label
state C', we still need an operator that injects it spatially and stably into deep feature

maps using SGSM.
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3.5.3 Self-Gated Spatial Modulation (SGSM)

Having derived the multi-label degradation state and global conditioning code C from
MDSM (Section 3.5.2), we still require a mechanism that injects this global semantics
into the spatially structured restoration process. This linking step is essential un-
der mixed degradations because the effective corruption is often spatially heterogeneous:
some effects are broadly global (e.g., haze/illumination shift) while others are sparse and
localized (e.g., rain streaks, raindrops, motion blur bands). If the backbone is condi-
tioned only by a spatially uniform signal, it tends to apply a global compromise, which
is precisely the “limited spatial specificity” gap highlighted in our related-work analysis.
To address this, we propose Self-Gated Spatial Modulation (SGSM), a specialized
spatial FiLM operator that transforms the global code C' into location-dependent fea-
ture modulation without requiring external masks, segmentation maps, or coordinate

channels.
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Figure 3.5: Self-Gated Spatial Modulation (SGSM)
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Figure 3.5 summarizes the computation: C' provides the intent through (v, Ss),
while the current features provide the location through a self-generated gate Gs. This is
favorable in blind restoration because explicit region annotations are typically unavailable,
yet the network must still localize corrections when degradations are interleaved within

the same image.

From FiLM to spatially selective modulation. Let F, € REXCs*HsxWs denote the
backbone feature tensor at stage s, and let C' € RB* be the MDSM global code. We
first recall the channel-wise affine conditioning form used in FiLM [40], then define the
proposed self-gated spatial extension used in CDSM-Net.

Channel-wise FiLM (spatially uniform). A standard FiLM layer conditions Fj

using channel-wise affine parameters generated from C' [40]:

ve = ,(C) € REXC B, = B,(C) € RB*C, (3.21)

FiLM(Fy; C) = v © Fs + S, s, Bs broadcast to RE*CsxHsxWs [40]  (3.22)

This design is efficient and effective when the degradation is globally consistent, but it

cannot represent spatial mixtures because the same correction is applied everywhere.
Spatial FiLM with external spatial priors. A direct extension is to make -, 5

spatial maps (size Hs; x W), typically requiring a spatial condition signal (e.g., a seg-

mentation/degradation map):
Vs = FS(H) c RBXCSXHSXVVS’ Bs — BS(H) c ]RB><C’S><H$><WS7 (323)

SpatialFiLM(F,; I1) = v, © Fy + B,,  [41] (3.24)

where II is an external spatial prior (mask/segmentation/coordinate-conditioned map).
While powerful, this assumption is misaligned with blind mixed-degradation restoration

because 11 is not available at inference time.
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Self-Gated Spatial Modulation (SGSM). SGSM removes the need for external
spatial priors by generating the spatial selectivity directly from the feature statistics.
Concretely, SGSM keeps the intent (what) global via C' and derives the location (where)
from F.

(i) Intent from C: stage-wise channel parameters. We map C to channel-wise

affine parameters for stage s:
[y Be] = ha(C) € RPZ:, -, By — REXED, (3.25)
(ii) Location from F}: self-gating map. We compute a spatial gate from Fj itself:
G, = O(Conlel(Norm(Fs))) € (0,1)B*CoxHaxWs (3.26)

where Norm(-) denotes a per-channel normalization and o(-) is the sigmoid. Because G
is derived from the current features, it adapts to the evolving representation and can
highlight regions whose statistics suggest localized corruption.

(iii) Self-gated modulation. SGSM then applies a spatially selective affine trans-

formation:
SGSM(F;C) = (1+Gy)  ©(vs® Fy) +Bs, (3.27)
—— —_——
Local Intensity Global Style

(Spatial Attention)
We formalize the complete modulation mechanism by applying the global style pa-
rameters weighted by the local spatial attention gate

with broadcasting of ~,, 85 over (Hy, W). Equation (4.9) makes the gate act as a con-

tinuous controller of modulation strength: if G(u) ~ 0 at location u, then SGSM(Fg; C)(u) ~

vs © Fys(u) 4+ B (weak spatial emphasis); if G5(u) ~ 1, the modulation is amplified. For
example, for a single channel/location with Fi(u) = 0.50, v, = 0.80, 5; = —0.10, we

obtain

Gy(u) = 0= F/(u) = 0.80-0.50—0.10 = 0.30,  Gy(u) =1 => F/(u) = 2:0.80-0.50—0.10 = 0.70,

illustrating how the same global intent can be applied conservatively or strongly depend-

ing on the local gate.
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It generates a pixel-wise attention mask (g) directly from its own input features (F'),
rather than relying solely on the global conditioning code (C'). This allows the restora-
tion intensity to vary spatially across the image. The multiplication by (1 + g) is the
"Gate.” It allows the network to say: ”Apply the Rain Removal style strongly here
(1.0), but do not touch the background here (0.0). We insert SGSM at multiple points
in the WAVeViM backbone (encoder stages, bottleneck, decoder stages, and optionally
the HF correction branch). Because C' is global while G is spatial, SGSM provides a
principled interface between MDSM and WAVeViM: the controller communicates what
degradations are present via C, and the backbone learns where to apply this guidance
via self-gating. This spatial specificity reduces the need for a global compromise un-
der heterogeneous mixtures and supports stable multi-task interactions by preventing

unnecessary corrections in already-clean regions.

3.5.4 Wavelet-Attention Vision Mamba Backbone (WAVeViM)

The Wavelet-Attention Vision Mamba (WAVeViM) backbone By is the restoration
core of CDSM-Net (Figure 3.3). Its design follows a frequency-aware hybrid principle: we
explicitly separate low-frequency (LF') structure from high-frequency (HF') details,
then restore LF through a conditioned encoder—bottleneck—decoder while using an aux-
iliary HF' light-path to stabilize texture reconstruction under blur-centric and composite
degradations. This separation is crucial because different degradations concentrate their
energy in different bands (e.g., haze predominantly affects LF contrast, while blur and
rain corrupt HF edges and textures), so entangling them in a single feature stream often

yields over-smoothing or artifact amplification.

Wavelet factorization (LF/HF separation). Given the padded degraded input y €
RBX3x256x256 (Section 3.5.1), we apply a one-level Haar discrete wavelet transform (DWT)

to obtain
(L, Hy, H,, H;)) = DWT(y), L. H,, H,, H; € RB*3x128x128 (3.28)

where L captures coarse structure and {Hy,, H,, H;} capture directional details. WAVe-

ViM predicts a corrected LF band L while using HF features as an auxiliary guidance
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signal, and reconstructs the full-resolution output via inverse DW'T:
g = IDWT(L, Hy, H,, Hy) € RP*3x256x2%6, (3.29)

LF path: projection 4+ conditioned encoder—bottleneck—decoder. We first lift

the LF band into a feature space with a shallow projection:
20 — COHV3><3(L) € RBXCO><128X128. (330)

Let the global multi-label controller outputs from MDSM be (€img, €xt, ) and the global
code be C' (Section 3.5.2). In the implementation, the backbone forms a conditioning

vector by concatenating these quantities,
¢ = [Cimg, €txt, O] € RB*de (3.31)

and injects it deeply (at multiple stages) using feature modulation. At a given stage /,

the modulated feature is

Ze = v(c) © 2 + Belc), (3.32)

where v4(-), B¢(+) are learned affine predictors and ® denotes channel-wise multiplication
(the spatially-gated variant is handled by SGSM in Section 3.5.3).

The LF encoder is a 3-stage hierarchy:
(z1,$1) = Ency (%), (22, $2) = Ency(2), (23, 83) = Encs(22), (3.33)

where s1, so are skip features forwarded to the decoder. Each stage stacks a small number
of local-mixing blocks and applies down-sampling in early stages to increase receptive field

efficiently.

Context modeling at the bottleneck: window attention + cross-attention. At
the lowest spatial resolution (bottleneck), WAVeViM can optionally employ windowed

self-attention to strengthen long-range interactions at reduced cost. For a window W
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with tokens U € RWIX? the attention update is

T

Attn(U) = Softmax(QK

¥ )V, Q=UWo, K=UWg, V=UWy, [64 (3.34)

applied independently per window; this maintains local detail modeling while avoiding
the quadratic cost of global attention at higher resolutions.

In addition, we include an optional single bottleneck cross-attention to the se-
mantic text embedding ey, which provides a direct (yet controlled) semantic injection

point:
2 = 23 + Attn(Q =Wy, K=tWg, V = tWV>, t = e € REXY (3.35)

so the LF features can align with the degradation semantics without turning the backbone

into a fully prompt-driven Transformer.

PseudoMamba: linear-time mixing under restoration constraints. Where full
state-space (Mamba) selective-scan operators can be heavy or implementation-sensitive
for our mixed-degradation setting, we use a Mamba-inspired (PseudoMamba) token mixer
inside encoder/decoder blocks. The goal is to approximate the useful bias of state-space
models—long-range, linear-time mixing—while preserving stable feature statistics
for restoration. Concretely, for a feature map z € REX¢*hxw  pPgeudoMamba performs

(i) depthwise local mixing with kernel size k, and (ii) gated channel interaction:
u = DWConvy(z), g = o(Convix(2)), 2zt =2+ Convyyi (g ®u), (3.36)

yielding linear complexity in the number of spatial tokens while remaining compatible
with multi-scale U-shaped restoration. In practice, this hybrid (PseudoMamba + selective
window attention at the bottleneck) balances global structure recovery with fine texture

preservation.
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Decoder and HF light-path fusion. The decoder mirrors the encoder with two up-

sampling stages and skip fusion:
d2 = DeC2<Z:/3, 82), d1 = D€C1 (dg, 81). (337)

In parallel, we construct an HF guidance tensor by concatenating the three HF subbands

and processing them with a lightweight conv stack:
h = Conv(Concat[Hy,, H,, Hy]) € RP*Cnx128x128 (3.38)

then apply spatially-aware conditional enhancement (via SGSM-style gating, Section 3.5.3)

before fusing with the decoder feature:

h=SGSM(h;c),  d; + Convy,(Concat[dy, h)). (3.39)
Finally, the backbone predicts a corrected LF band and reconstructs the output:
L = Head(d,) € RP>*®*128x138 5 _ IDWT(L, Hy, H,, Hy). (3.40)

Optionally, a lightweight refiner can operate on the reconstructed LF (or its wavelet
LF component) to further reduce residual artifacts while keeping inference cost bounded.
Overall, WAVeViM operationalizes the key premise of Figure 3.3: frequency factor-
ization reduces LF/HF entanglement, while hybrid context modeling (PseudoMamba
+ window attention + optional cross-attention) improves global consistency without the

cost of full-resolution global Transformers.

3.5.5 Learning Objective and Optimization

We train CDSM-Net in a supervised setting with paired samples. Let o € RB*3x256x256
denote the degraded input after letterbox replicate padding, y € RP*3%256x256 the clean
target, and m € {0, 1}Bx1*256x256 the validity mask that excludes padded pixels. Given
the controller output C' = MDSM(z, text), the network predicts g = fy(x; C). All pixel-
domain objectives are computed only on valid pixels by masking with m, ensuring the

model does not learn padding artifacts and that reported metrics reflect true content
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restoration.

Mixed-degradation restoration is inherently multi-objective: different degradations
impose competing corrections (e.g., sharpening for deblurring may amplify noise, while
denoising may suppress texture). To stabilize learning under such conflicts, we use a
compact set of complementary losses that constrain fidelity in image space, wavelet sub-
bands, and frequency space, and optionally add regularizers for composite separation and
perceptual consistency. When a loss is adapted from a standard formulation, its equation
is cited explicitly; otherwise, the equation is stated as an implementation definition of

the CDSM-Net training objective.

Masked Charbonnier reconstruction loss. We enforce robust photometric fidelity

on valid pixels using the Charbonnier penalty [126]:

1
|y

S mu)/ (3u) — y@w)’ + 2% 126 (3.41)

u

rec

where u indexes spatial locations (channels summed implicitly), € > 0 is a small constant,

and [|mlly = 32, m(u).

Wavelet subband (LF/HF') consistency loss. To explicitly supervise structure and

detail under blur-centric composites, we compare Haar-DW'T subbands:

<‘z7 ]:I}uf{mﬁd) = DWT(@)), (LaHfHHv’Hd) = DWT(y), (342)

Bx1x128x128

and use a downsampled mask m® = AvgPool,,,(m) € [0,1] . The wavelet

loss is

@ o (L-L @ o (H, - H,
[m'™ © ( )H1+AH 3 Im™ © (H, — H)llx

£Wav = A
- Mm@ |4 [m @4

(3.43)

te{h,v,d}

Frequency focal (FFT-domain) loss. We further regularize residual frequency mis-
match that often manifests as ringing or over-smoothing. Let F(-) denote the 2D FFT
(per channel) and A(w) = |F(9)(w) — F(y)(w)|. We define

Liveq = E., [(1 + tanh(a A(w))) A(wy], (3.44)
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where o > 0 increases emphasis on large spectral errors.

Composite separation loss. To discourage “average” restorations under mixed labels,

we use a negative sample y~ and impose a margin:

LEICRRIN 555

Lsep = max((), 0 —

with margin 6 > 0. This encourages y to remain discriminative relative to mismatched

targets.

Blur-consistency / data-fidelity loss. For blur-containing samples, we add a lightweight

measurement-consistency constraint using a blur operator k:

1 .
Lijy = —— Hm ® ((k * ) — :c)“l, (3.46)

[lmlx

and set Ly = 0 otherwise.

CLIP feature consistency loss. To encourage perceptual faithfulness, we optionally

match frozen VLM (CLIP) image features:
. 2
Laip = ||®r(ms © §) — Pr(ms © )|, (3.47)
where ®;(-) is the frozen image encoder and ms is m broadcast to three channels.

Unified objective. The total training loss is the weighted sum of enabled terms:
ﬁtotal = )\recﬁrec + )\wavcwav + >\freq£freq + /\sepﬁsep + Ablurﬁblur + /\clip£c11p7 (348)

where coefficients are set by configuration; optional terms are disabled by setting their

weights to zero.

3.5.5.1 Loss balancing under multi-objective conflicts

Where full state-space selective-scan operators from Mamba-family models [127] can be

heavy or implementation-sensitive for our mixed-degradation setting, we use a Mamba-
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inspired (PseudoMamba) token mixer inside encoder/decoder blocks. The goal is to
retain the useful bias of state-space models—long-range, linear-time mixing—while
preserving stable feature statistics for restoration under practical memory constraints.
Concretely, for a feature map z € REXO*m*w PsendoMamba performs (i) depthwise local

mixing with kernel size k, and (ii) gated channel interaction:

Lya = Z (exp(—s;) L; + s5), [45] (3.49)

J

which down-weights high-variance objectives while preventing trivial collapse through
the + s; regularizer. In practice, this stabilizes training when multiple degradations co-
occur and different correction cues compete.

We intentionally kept the Frequency Focal Loss as a fixed regularizer (A = 0.1) rather
than including it in the uncertainty balancing. This prevents the uncertainty mechanism
from down-weighting high-frequency penalties, ensuring the model prioritizes structural
sharpness and spectral fidelity even when the restoration task is difficult. It acts as a

spectral anchor while the other objectives adapt to the degradation mix

3.5.6 Training Process

Training CDSM-Net follows the end-to-end pipeline in Figure 3.3. Each iteration samples
paired data (z(®,y© S) from the dataset, where #(¥) is the raw degraded image, y© is
the clean target, and S C K is the (multi-label) degradation set. To standardize reso-
lution without geometric distortion, we apply letterbox replicate padding with shared

padding parameters for the input—target pair:
(z,y,m) = LetterboxReplicatePair (z(©), y*); 256), (3.50)

where x,y € RBX3x256x256 and m e {0, 1}Bx1x256x256 ig o validity mask ensuring that
pixel-domain losses and metrics are computed only on valid (unpadded) regions (Sec-
tion 3.5.5). The controller branch then computes conditioning signals with MDSM: the
frozen VLM encoders produce e, and (optionally) a user text embedding e}, while

DSMixer predicts a multi-label mixture @ and synthesizes a dynamic degradation text

embedding when user text is absent. These components are fused into a global condition-
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ing code C, which is constant across spatial positions but is injected into the restoration
backbone through SGSM at multiple stages.

The restoration backbone (WAVeViM) operates in the wavelet domain. We decompose
the degraded input via Haar DW'T,

(L, Hy, H,, Hy) = DWT(z), (3.51)

restore low-frequency structure using a conditioned encoder—bottleneck—decoder, and use
the high-frequency light-path to stabilize edge and texture recovery under composite
degradations. The image is reconstructed via inverse DWT, and an optional lightweight
refiner may be applied (depending on configuration) to reduce residual artifacts while

keeping inference cost bounded. The forward prediction is summarized as

g = folz;C). (3.52)

We then compute the multi-objective loss described in Section 3.5.5, including masked
reconstruction, wavelet subband consistency, frequency focal regularization, and op-
tional terms (composite separation, blur-consistency, CLIP feature loss). When enabled,
uncertainty-based balancing mitigates gradient conflicts among competing objectives. Pa-
rameters are updated using AdamW with mixed precision (AMP) and gradient scaling;
VLM encoders remain frozen, while WAVeViM (and optional trainable memory compo-
nents) are optimized end-to-end. Checkpointing and EMA (if enabled) are updated per

iteration to improve stability.
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Algorithm 1 CDSM-Net Training Procedure

1: Input: Dataset D yielding (z(?,y(®,y~, meta), frozen CLIP encoders ™9 (and
®'*!) max epochs F.

2: Output: Trained model parameters 6 (all learnable weights of CDSM-Net fy: WAVe-
ViM backbone + SGSM + MDSM, including trainable memory/refiner when en-
abled).

3: Initialize: CDSM-Net f; (WAVeViM + SGSM + MDSM), degradation memory
bank M.k, optimizer AdamW, scheduler.

4: Freeze: CLIP encoders @™ (and ®'*). Set: loss weights Avec, Adwavs Afregs Acomp-
5: fore=1to F do

6: for all (2@, 4® 4~ meta) € D do

7 // 1) Geometry alignment (no stretching)

8: (z,y,m) < LetterboxReplicatePair(z(®, y(®; 256) > m masks padded pixels
9: // 2) Semantic guidance (MDSM)

10: Cimg — P™I(x)

11: eipt < 0 > blind training; user prompt can be used at inference
12: a < DSMixer(€e;mg; Moank) > multi-label degradation mixture
13: efﬁf — a - Mpank > dynamic degradation text embedding
14: C « CodeHead ([eimg, €14, o) > global conditioning code
15: // 3) Forward restoration (SGSM-conditioned WAVeViM)

16: g < fo(x; C) > DWT—LF/HF paths—IDWT
17: // 4) Multi-objective loss (masked where applicable)

18: L,ec < Charbonnier(y ® m, y ©® m)

19: Loyar < WaveletL1(DWT(g), DWT(y), Down(m))
20: L freq < FrequencyFocalLoss(y, y)
21: L comp < CompositeSeparation(y © m, y © m, y~ © m)
22: 'Ctotal <~ Arecﬁrec + )\wavﬁwav + )\freqﬁfreq + /\compﬁcomp
23: // 5) Optimization (end-to-end update)
24: Backpropagate L, and update 6 with AdamW; step scheduler; zero gradi-

ents.

25: end for
26: end for

27: return 60

Computational feasibility and reliability of the conditioning pipeline. CDSM-
Net integrates a vision—language encoder, a hybrid restoration backbone, and an optional
lightweight refiner within a single restoration pipeline, but these modules do not incur
comparable training cost. In the proposed implementation, CLIP is used as a frozen
semantic feature extractor that provides conditioning features rather than a trainable
image generator. The primary trainable restoration path is the WAVeViM backbone
conditioned through MDSM and SGSM, while the refiner is optional, lightweight, and
applied after the main reconstruction stage.

Practical feasibility is supported by fixed-resolution training (256 x 256), mixed-precision
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computation, a small batch configuration, frozen VLM encoders, and checkpoint-based
training/resumption. These choices reduce memory consumption and runtime while pre-
serving the conditioning functionality required for mixed-degradation restoration.
Reliability is maintained by supervised constraints on the final restoration output.
CLIP contributes conditioning features only and does not synthesize pixels. The optional
refiner is also trained under paired supervision rather than unconstrained generation.
Consequently, restoration outputs remain bounded by pixel-domain, wavelet-domain,
and frequency-domain objectives, which reduces semantic drift and hallucination-like

artifacts.

3.5.7 Inference Process

Inference follows the same structural pipeline as training (Figure 3.3) to avoid train—test
mismatch, while omitting loss computation and parameter updates. Given a raw degraded

image 2(*), we apply the identical letterbox replicate padding and validity mask,
(z,m, ) = LetterboxReplicate(z?); 256), (3.53)

then compute the controller code using MDSM. If a user-provided prompt is available
(scene description and/or degradation descriptor), we encode it to efs and fuse it in the
controller; otherwise the dynamic degradation text embedding is synthesized from the
memory bank using DSMixer. The resulting global code C' is injected into WAVeViM
via SGSM, producing ¢y through wavelet LF restoration and HF correction, followed by
inverse DW'T reconstruction and an optional lightweight refiner. Finally, we remove
padded regions using the stored padding parameters 7 (crop-back) to obtain the restored

image on the original content area; evaluation metrics are computed on the valid region

only.
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Algorithm 2 CDSM-Net Inference Procedure

1:

10:
11:
12:
13:
14:
15:
16:
17:
18:
19:
20:

Input: Degraded image 29, trained CDSM-Net f,, frozen CLIP encoders ®™9 (and
') optional user text ty,

Output: Restored image ¢ at the original resolution

Apply letterbox replicate padding: (z,7) < LetterboxReplicate(z(?); 256) > 7 stores
crop-back indices

Compute CLIP image embedding: €;,,, < ®"™9(x)

if t,s is provided then

Compute CLIP text embedding: ey < P (t,s) > user-guided mode
else

Set e < 0 > blind mode
end if

Compute routing weights: « <— DSMixer(€img; Mopank)
if e;; = 0 then

Synthesize dynamic degradation text: e/ < a - Mopanr
else

Set etdgf < Crat
end if
Construct global conditioning code: C' <~ CodeHead ([€jmg, edvn. o))
Predict using SGSM-conditioned WAVeViM: g < fy(x; C)
Crop back to original content: ) «+— CropBack(y, 7)
Clamp output: @ < Clamp(5®,0,1)
return §©
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Chapter 4

Experimentation and Results

4.1 Experimental Setup

Table 4.1 summarizes the implementation settings used throughout this chapter. The
benchmark definitions, valid-region evaluation protocol, and metric formulations are the
same as those introduced in Chapter 3. In brief, CDD-11 is used as the main cross-method

benchmark, CDD-13 is retained for internal blur-aware stress analysis, and real-world

results are reported with NIQE on LOLv2, NH-HAZE, and Snow100K-Real.

Item Setting

Framework PyTorch

Hardware Single GPU per run (Tesla P100 on Kaggle; A100 on Colab Pro
for selected runs)

Precision AMP mixed precision

Input size 256 x 256 patches

Batch size / Accumulation | 2 / 1

Optimizer AdamW [128] (8;=0.9, $2=0.99, weight decay = 0)

Learning rate 2 x 107

Schedule Warmup (1200 iters) + cosine annealing [129]

Epochs / Iterations 100 epochs / 2400 iterations per epoch

Checkpointing Periodic checkpoint save/resume across runtime-limited sessions

Data loading Seed = 42; workers = 2; filename-based degraded/clean pairing
(threshold 0.86)

Table 4.1: Implementation and optimization settings used in the experiments.

4.2 Training Stability, Convergence, and Optimization

This section analyzes the optimization behavior of CDSM-Net under a multi-objective
restoration objective. We first examine convergence using the joint dynamics of the
logged total training objective and a paired PSNR trace (Fig. 4.1). We then motivate
and analyze our uncertainty-weighted multi-task formulation, which balances heteroge-

neous objectives through learnable task uncertainties (Figs. 4.2-4.3). This analysis es-



tablishes that optimization converges reliably before we report quantitative benchmark

comparisons in Sec. 4.3.

4.2.1 Training Stability and Convergence

Figure 4.1 plots the logged training objective together with a paired PSNR trace over
iterations. Here, the PSNR curve is computed online at logging steps on the same mini-
batches used to log the loss, after applying the valid-content mask and clamping to [0, 1].
This masking is consistent with our preprocessing pipeline: inputs are padded/letterboxed
to match architectural constraints, and the binary mask marks the valid content region
so that padded borders do not influence the reported metric.

The faint background traces correspond to raw per-iteration measurements, which
exhibit high variance due to stochastic mini-batch sampling, heterogeneous composite
degradations, and the interaction of multiple objective terms. To reveal the underlying
convergence behavior, we additionally plot a smoothed trend (moving-average), which
shows consistent optimization progress: the logged objective decreases while PSNR in-
creases throughout training.

A visible discontinuity occurs at the boundary between two training windows. This
step is not a divergence event: it is produced by resuming training from checkpoints
across separate Kaggle sessions (runtime-limited executions). At each resume, we restore
model parameters together with optimizer states and AMP scaler states, then continue
optimization from the same global iteration count. Small transients can still appear at
the resume boundary (e.g., due to data-order re-initialization and stochasticity), but the
smoothed trends recover immediately and continue improving, indicating stable check-

pointed continuation.

What “fixed weights” means. In the baseline setting, the total objective is a fixed

weighted sum of the constituent losses, with coefficients set a priori in the configuration:

Eﬁxed = )\rec»crec + )\wav»cwav + )\comp»ccomp + /\blur['blur + Aclipﬁclip (+ Afreq'cfreq)’ (41)

where the A values remain constant throughout training. Although Fig. 4.1 shows overall

convergence, the raw traces remain noisy and PSNR saturates earlier (high-20 dB range),
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motivating adaptive balancing of heterogeneous objectives.

Baseline Training Dynamics (Fixed Weights)
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Figure 4.1: Baseline training dynamics (fixed loss weights)

The raw per-iteration traces (faint) are noisy due to stochastic training and heteroge-
neous composite degradations, while the smoothed trend shows overall convergence with
decreasing objective and increasing PSNR. The discontinuity corresponds to checkpointed
resumption across multiple Kaggle sessions. Adaptive weighting strategy analyzed next,
which explicitly reduces gradient interference among heterogeneous objectives and im-

proves late-stage restoration quality.

4.2.2 Adaptive Loss Balancing via Uncertainty-Weighted Multi-Task Learn-
ing

To stabilize optimization under heterogeneous objectives, we adopt uncertainty-weighted

multi-task learning [45]. Let {£;}X, denote the K primary objective terms used in our

training (reconstruction fidelity, wavelet-domain supervision, composite separation, blur

consistency, and CLIP-feature alignment). Following [45], we optimize a homoscedastic

uncertainty-weighted objective using a numerically stable log-variance parameterization:

K
Lyw = Z (exp(—si) Li + 54) s; = log o, [45] (42)

i=1
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The effective weight on task 7 is

1
_2 .

(4.3)

w; = exp(—s;) = -

Thus, objectives with larger uncertainty (larger o; / larger s;) are automatically down-
weighted, while more stable objectives receive relatively larger weights as training pro-
gresses. The additive s; term prevents the trivial solution o; — oo and yields a well-
behaved trade-off.

Between Fig. 4.1 (baseline) and Fig. 4.2 (uncertainty loss), the architecture, data, and
loss definitions are unchanged; the difference is the balancing rule. The baseline uses
constant coefficients \; (Eq. 4.1), while our method replaces them with learnable s; that
adapt the effective weights w; during training (Eq. 4.3). (When an additional frequency
regularizer is used, it is kept as a fixed-weight term outside the uncertainty-weighted sum
in both settings.)

Figure 4.2 shows the resulting uncertainty-weighted objective trajectory alongside
PSNR. Compared with the fixed-weight dynamics in Fig. 4.1, uncertainty-weighted train-
ing exhibits smoother progress and achieves higher restoration fidelity, with PSNR ex-
ceeding 33 dB in late training. We emphasize that the absolute scale of Ly is not directly
comparable to the baseline loss: due to the added s; terms, the uncertainty-weighted ob-
jective can take negative values while still corresponding to improving restoration quality.
For this reason, convergence is primarily interpreted through PSNR/SSIM trends and
benchmark results.

The uncertainty-weighted objective evolves smoothly while PSNR improves steadily,
surpassing 33 dB in late training. To interpret how the model balances objectives, Fig. 4.3
plots the evolution of the learned uncertainty parameters per objective (visualized as
o; = exp(3s;)). A critical reading rule is that the effective contribution is propor-
tional to w; = 1/0? (Eq. 4.3), i.e., the effective weights evolve in the opposite direction
of the plotted o; curves: large o; means the corresponding loss is down-weighted,
and decreasing o; means that objective is progressively up-weighted. Under this in-
terpretation, we observe a curriculum-like behavior: perceptual /semantic alignment and
composite-related supervision are strongly down-weighted early (high o;), allowing the

model to first fit stable reconstruction and wavelet fidelity signals. As training pro-
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Figure 4.2: Uncertainty-weighted training dynamics

ceeds, their uncertainties decrease, increasing the contribution of auxiliary constraints
and improving late-stage restoration quality. Finally, the stabilization of the uncertainty
trajectories indicates that optimization reaches a consistent multi-objective equilibrium
rather than oscillating between competing terms.

Visualized as o; over training iterations for the five primary objective terms. Since
the effective weight is w; = 1/02, larger o; implies a smaller contribution of the corre-
sponding objective to the total gradient, and decreasing o; implies increased emphasis

during later training. Having established stable convergence and interpretable adaptive

balancing under the adapted objective, we next report quantitative results across com-
posite benchmarks, single-degradation benchmarks, real-world no-reference evaluation,

and efficiency measures (Sec. 4.3).

4.3 Quantitative Results

This section reports quantitative evidence for the effectiveness of our restoration ap-
proach under standard evaluation protocols. We use full-reference metrics (PSNR/S-

SIM) on paired synthetic benchmarks and a no-reference perceptual metric (NIQE; lower
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Figure 4.3: Learned task uncertainties

is better) on real-world unpaired benchmarks. While this thesis emphasizes seman-
tic awareness, spatial specificity, composite robustness, and interpretability,
these properties are not treated here as single universal scalar metrics. Instead, they are
assessed operationally through targeted empirical evidence. Semantic awareness is eval-
uated through the semantic-controller ablations and the multi-label versus single-label
routing comparison; spatial specificity is evaluated through the SGSM ablation; com-
posite robustness is evaluated through category-wise single/composite breakdowns and
real-world stress tests; and interpretability is discussed through the structure and useful-
ness of the intermediate routing signal itself. Accordingly, the results are organized from
overall performance to category-wise analysis, real-world evaluation, complexity analysis,

and targeted ablations.

4.3.1 Overall Results

We begin with the overall performance on CDD-11, obtained by averaging PSNR/SSIM
across the 11 degradation categories. This aggregate view is important because it reflects
the expected operating regime of all-in-one restoration systems: a single model must re-

main competitive across diverse and often composite degradations. Table 4.2 summarizes
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the overall CDD-11 results for all compared methods.

Category Methods Venue & Year | PSNR 1 | SSIM 71 | #Params
MIRNet [62] ECCV’20 25.97 | 0.8474 | 31.79M

MPRNet [36] CVPR21 25.47 | 0.8555 | 15.74M

MIRNetv2 [130] TPAMI'22 25.37 | 0.8335 | 5.86M

Restormer [13] CVPR22 26.99 | 0.8646 | 26.13M

Specialized restorers DGUNet [131] CVPR’22 26.92 | 0.8559 | 17.33M
NAFNet [132] ECCV’22 24.13 0.7964 | 17.11M

SRUDC [133] ICCV'23 27.64 | 0.8600 | 6.80M

Fourmer [134] ICML’23 2344 | 0.7885 | 0.55M

OKNet [135] AAAT24 26.33 0.8605 4.72M

AirNet [16] CVPR’22 23.75 | 0.8140 | 8.93M

TransWeather [136] | CVPR’22 23.13 | 0.7810 | 21.90M
All-in-One / multi-weather | WeatherDiff [137] TPAMI'23 2249 | 0.7985 | 82.96M

PromptIR [19] NeurIPS’23 25.90 | 0.8499 | 38.45M
WGWSNet [138] CVPR’23 26.96 | 0.8626 | 25.76M
OneRestore! [21] ECCV’24 28.47 | 0.8784 | 5.98M
OneRestore [21] ECCV’24 28.72 | 0.8821 | 5.98M
Composite-aware universal | MoCE-IR [42] CVPR’25 29.05 | 0.8806 | 2.80M
DCPT [139] ICLR'25 30.66 22.0M
CDSM-Net (Ours) Ours 0.9883 | 13.17TM

Table 4.2: CDD-11 overall results (average PSNR/SSIM over 11 categories). Best/sec-
ond/third are highlighted in red/ /blue.

Based on Table 4.2, two trends are evident. First, approaches that explicitly tar-
get composite or broad corruption coverage (e.g., OneRestore [21], MoCE-IR [42], and
DCPT [139]) consistently outperform task-specialized restorers (e.g., MIRNet [62], MPR-
Net [36], and Restormer [13]) in average PSNR. This supports our motivation that mixed-
degradation restoration benefits from degradation-aware control rather than relying
on a single-task inductive bias.

Second, as shown in Table 4.2, our CDSM-Net achieves 29.47 dB average PSNR
and 0.9883 average SSIM on CDD-11, ranking second in PSNR among all compared
methods. Compared to OneRestore [21] (28.72 dB / 0.8821), CDSM-Net improves the
overall average by +0.74 dB PSNR. We attribute this gain to our semantics-conditioned
control: the multi-label semantic modulation reduces ambiguity about what degradations
are present, while spatially gated conditioning modulates where restoration strength is
applied, mitigating over-restoration in heterogeneous mixtures. At the same time, these
averages should be interpreted carefully. In particular, the reported SSIM of 0.9883 is a
dataset-average structural similarity score on the paired synthetic CDD-11 benchmark,

not a claim that the restored outputs are visually indistinguishable from the ground
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truth for every sample. This is consistent with our own later analysis: performance is
not uniform across all categories, and snow-heavy mixtures remain challenging even when
global structure is preserved. Therefore, we interpret the high average SSIM as evidence
of strong structural recovery on average rather than perfect reconstruction. The concern
of overfitting is also reduced by the broader evaluation protocol in this thesis, which
includes training-stability analysis, category-wise decomposition, component ablations,
and real-world no-reference testing under domain shift; taken together, these observations
are more consistent with genuine learning than with simple memorization.

Although DCPT [139] attains the best overall PSNR, the overall average alone does
not indicate which categories dominate the ranking. Therefore, Sections 4.3.2-4.3.3 de-
compose the results into single-degradation and composite-degradation settings to clarify

the trade-offs and to connect performance changes to our intended properties.

4.3.2 Single-Degradation Benchmarks

After establishing the overall CDD-11 averages in Section 4.3.1, we next isolate the
single-degradation settings (low-light, haze, rain, and snow). This diagnostic view
verifies that the model is not only competitive on the aggregate, but also exhibits strong
base competence on each underlying corruption mode before we analyze composite
mixtures in Section 4.3.3. Table 4.3 summarizes PSNR/SSIM for representative spe-
cialized restorers (e.g., Restormer [13], PromptIR [19]) and universal/composite-aware

baselines (OneRestore [21], MoCE-IR [42], DCPT [139]), alongside our CDSM-Net.

Low-light and haze. On low-light, CDSM-Net attains the highest PSNR among
compared methods (28.80 dB) with a large margin over both universal and specialized
baselines (Table 4.3). This indicates that the model can infer an appropriate enhancement
strength from the input—a prerequisite for our broader goal of semantic awareness
when degradations vary across images and scenes. On haze, DCPT [139] achieves the
strongest PSNR, while CDSM-Net remains highly competitive (34.99 dB), outperform-
ing OneRestore [21] and MoCE-IR [42]. This suggests that our conditioning strategy
generalizes beyond illumination changes to contrast/visibility degradations, supporting

robust behavior across distinct physical corruption families.
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PSNR 1 SSTM +

Method
ethod (Venue) Low Haze Rain Snow| Low Haze Rain Snow

TransWeather (CVPR’22) [136] | 23.39 23.95 26.69 25.74|0.7253 0.9241 0.8986 0.8903

AirNet (CVPR'22) [16] 24.83 24.21 26.55 26.79 | 0.7775 0.9513 0.8914 0.9193
Restormer (CVPR'22) [13] 26.29 28.35 33.10 33.43|0.8165 0.9813 0.9576 0.9675
PromptIR (NeurIPS'23) [19] | 26.32 26.10 31.56 31.53 |0.8054 0.9686 0.9463 0.9595

OneRestore (ECCV’'24) [21] 26.55 32.71 33.48 34.50 | 0.8266 0.9912 0.9641 0.9742

MoCE-IR (CVPR’25) [42] 27.26 32.66 34.31 0.8240 0.9900 0.9700 0.9300
DCPT (ICLR'25) [139)] 36.71 37.92 0.9950
CDSM-Net (Ours) 28.80 36.74 28.54 | 0.9914 0.9973 0.9933

Table 4.3: CDD-11 single-degradation results (Low/Haze/Rain/Snow).  Best/sec-
ond/third are highlighted in red/ /blue among the methods listed.

Rain and snow. For rain, CDSM-Net achieves the best PSNR (36.74 dB) and the
best SSIM (0.9973) among compared methods (Table 4.3). This is consistent with our
motivation that effective restoration requires identifying what degradation is present and
modulating how strongly to restore, rather than applying a one-size-fits-all correction.
In contrast, snow remains a challenging regime: DCPT [139] and MoCE-IR [42] achieve
substantially higher PSNR, indicating that snow-like occlusions and dense high-frequency
streaks can dominate the error profile even when overall averages are strong. We report
this behavior explicitly because it clarifies why the best overall method may be driven by
a subset of difficult cases, and it motivates a more fine-grained composite analysis.
Overall, Table 4.3 shows that CDSM-Net is consistently strong on low-light, haze, and
rain, while exhibiting a clear weakness on snow. These single-degradation outcomes pro-
vide a necessary baseline for interpreting composite mixtures: in mixed settings, degrada-
tions interact and vary spatially, increasing ambiguity about which degradations coexist
and where they occur. We therefore next analyze the full set of composite categories in
Section 4.3.3 to determine whether our semantics-guided and spatially modulated condi-

tioning yields more reliable behavior under heterogeneous mixtures.

4.3.3 All-in-One and Composite Degradation Benchmarks

Single-degradation scores (Section 4.3.2) verify base restoration competence, but they do
not fully represent the practical regime of all-in-one restoration, where multiple degra-
dations frequently co-exist and interact. Composite categories are inherently harder be-

cause they couple global effects (e.g., illumination/contrast) with localized artifacts (e.g.,
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streak-like patterns), and their spatial heterogeneity increases ambiguity about what
degradations are present and where restoration should be applied. Therefore, we next
evaluate the composite subset of CDD-11 and visualize the full per-category profile to
clarify where the model is strong, where it remains limited, and how those trends relate
to the proposed semantics-guided and spatially modulated design.

Table 4.4 reports PSNR/SSIM on the seven composite categories of CDD-11. Al-
though DCPT [139] attains the best composite-average PSNR, CDSM-Net wins on sev-
eral mixture regimes that are central to mixed-degradation restoration: in particular, we
achieve the strongest PSNR on Low+Haze (28.60 dB), Low+Rain (28.25 dB), and
Haze+Rain (33.90 dB), outperforming OneRestore [21], MoCE-IR [42], and a strong
restoration baseline (Restormer [13]). These gains are consistent with our intended design
principle: such mixtures require the model to handle both global visibility /illumination
correction and localized streak-like artifacts at the same time, and this is exactly where
mixture-aware semantic control plus spatially selective modulation should help most.
A purely global or mutually exclusive controller can over-apply one restoration mode,
whereas our multi-label controller with SGSM can distribute restoration strength more
selectively across heterogeneous regions. By contrast, the weaker performance on snow-
dominant mixtures indicates that the remaining gap is not in detecting mixed conditions
in general, but in handling occlusion-like snow structures that are harder to recover faith-

fully with pixel-wise reconstruction objectives.

PSNR 71 on composite categories Composite Avg.

Method (Venue) Low+ Low+ LOTW—I— HazeI:— Haze+ gL—I—H L+H PSNE{ SSIMg
Haze Rain Snow Rain Snow +Rain +Snow| 7 0

TransWeather (CVPR’22) [136]|22.24 22.62 21.80 23.10 22.34 21.55 21.01 |23.13 0.7810
AirNet (CVPR’22) [16] 23.23 22.82 23.29 22.21 23.29 21.80 22.24 |23.75 0.8140
Restormer (CVPR’22) [13] 24.80 25.28 24.99 26.80 26.15 23.90 23.82 |[25.11 0.8269
OneRestore (ECCV’24) [21] 26.15 25.83 25.56 30.27 25.18 25.28 | 26.96 0.8496
MoCE-IR (CVPR’25) [42] 26.24 26.25 29.93 30.19 25.41 27.06  0.8461
DCPT (ICLR’25) [139] 26.70 33.40 26.23 26.40 | 28.47
CDSM-Net (Ours) 28.60 28.25 24.90 33.90 29.68 23.98 0.9851

Table 4.4: CDD-11 composite-category results.  Composite-average highlighting:
best /second/third in red/ /blue.

A consistent difficulty is observed on snow-involved mixtures (e.g., Low+Snow and

Low+Haze+Snow), where DCPT [139] and MoCE-IR [42] provide substantially higher
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PSNR (Table 4.4). Scientifically, snow is challenging because it can introduce opaque or
near-opaque occlusions and dense high-frequency streaks that behave more like structured
clutter than an additive noise process. This tends to penalize pixel-wise fidelity metrics
(PSNR) strongly: even small residual snow streaks or slight intensity offsets can dominate
the MSE, especially under low-light where contrast is already compressed. Notably, our
SSIM remains very high on these mixtures, suggesting that the model preserves structural
content while being more conservative in removing heavy snow-like occlusions. This
trade-off is further supported by the category-wise quantitative results and the real-world
no-reference evaluation discussed later in this chapter.

To complement the table and make category-wise trade-offs easier to interpret, Fig. 4.4
visualizes the PSNR/SSIM profile across all 11 CDD-11 categories for a compact set of
representative methods. The shape of the curves highlights an important point for that
the overall ranking is not driven by a uniform gain across all conditions, but by which
categories dominate the error budget. In our case, the profile shows clear advantages
on low-light and several mixture regimes (e.g., haze+rain), while snow-related categories
remain the principal source of gap to the top PSNR method.

PSNR SSIM

Low-Light Low-Light

Low+Haze
+Snow

Low+Haze
+Snow

Haze

Low+Haze:
+Rain

N Low+Haze: i
Rain +Rain Rain

Haze+Snow Snow Haze+Sno! Snow

Haze+Rain iLow+Haze Haze+Rain iLow+Haze

Low+Snow Low+Rain Low+Snow Low+Rain

—— CDSM-Net (Ours) —— DCPT (ICLR '25) —— MoCE-IR (CVPR '25) OneRestore (ECCV '24) —— TransWeather (CVPR '22) —— AirNet (CVPR '22)

Figure 4.4: CDD-11 per-category performance profile (PSNR/SSIM radar) across 11
degradation categories, comparing representative all-in-one and composite-aware base-
lines with CDSM-Net.

Taken together, the composite-only breakdown (Table 4.4) and the category-wise pro-
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file (Fig. 4.4) provide a coherent picture of the model’s behavior on the established CDD-
11 benchmark. Our model is most reliable on mixtures that require jointly handling
illumination/visibility changes with streak-like artifacts (e.g., haze+rain and low+rain),
which is consistent with a semantics-guided, mixture-aware control strategy. The pri-
mary remaining limitation is snow-heavy regimes, where occlusion-dominant patterns

can disproportionately penalize PSNR even when structure is preserved (high SSIM).

4.3.4 Real-World Mixed-Degradation Images (No-Reference)

Synthetic paired benchmarks quantify fidelity, but real deployment is dominated by do-
main shift (unknown sensors, illumination, and weather statistics) and unlabeled mix-
tures. Therefore, we additionally evaluate on three real-world benchmarks using the no-
reference NIQE metric (lower is better) [92]: LOL-v2 for low-light enhancement [140, 141],
Snow100K-Real for real snow removal [142, 143], and NH-HAZE for non-homogeneous
haze [144].
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Figure 4.5: No-reference NIQE comparison on three real-world benchmarks (lower is
better).

As summarized in Fig. 4.5, CDSM-Net achieves the best NIQE on LOL-v2
(5.1309), slightly surpassing OneRestore (5.182) and clearly improving over classical low-
light baselines such as KinD [145], EnlightenGAN [146], LEDNet [147], and Night En-
hancement [148]. This behavior aligns with our design intent: semantic modulation helps
disambiguate what needs enhancement under difficult illumination, while self-gated spa-
tial modulation supports where to amplify visibility without uniformly boosting noise or
over-saturating already-correct regions—properties that NIQE tends to reward because
they preserve natural image statistics.

On Snowl100K-R, our performance is not yet strong (NIQE 5.1487): although
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we outperform earlier snow baselines such as DesnowNet [143] (7.374) and JSASR [149]
(5.271), we remain clearly behind more recent, snow-specialized methods (HDCW-Net [142]:
4.305; DDMSNet [150]: 4.746) and OneRestore (2.935). This outcome is consistent
with our paired CDD-11 results, where snow and snow-composite categories were among
the weakest cases despite remaining competitive against several multi-degradation base-
lines (Fig. 4.4). A plausible reason is semantic/appearance ambiguity in Snow100K-
R: many images contain ground snow accumulation and low-light /overcast illumination
rather than purely airborne snow streaks, so the visual cues may be routed toward low-
light or haze-like prototypes, leading to under-suppression of residual snow textures and
less natural statistics (higher NIQE).

When we come to NH-HAZE, we observe a clear failure mode (NIQE 10.1284), far
behind specialized dehazing baselines such as OneRestore (3.411), MSBDN [151], Dehaze-
Former [152], and KDDN [153]. A plausible explanation is distribution and physics
mismatch: NH-HAZE contains strongly non-homogeneous and spatially varying at-
mospheric veils that require globally consistent color/airlight correction and careful sup-
pression of haze-induced low-frequency veiling, whereas our training emphasis and ar-
chitecture (wavelet LF /HF separation + learned semantic control) may over-compensate
locally, inadvertently injecting unnatural contrast /texture statistics that NIQE penalizes.
This motivates a targeted extension of the haze primitive set and/or stronger physically

grounded global haze constraints in future work.

4.3.5 Efficiency and Complexity

Beyond restoration quality, deployment requires competitive compute—accuracy trade-
offs. We therefore report model complexity and runtime in the same environment used
throughout our experiments: a single NVIDIA Tesla P100-PCIE-16GB GPU on Kaggle
(CUDA 12.8), single-image inference at 256 x 256. We measure latency (ms/image),
throughput (FPS), and peak GPU memory (VRAM), and additionally provide approxi-
mate MACs/GFLOPs using THOP at 256 x 256 (noting that profiling tools may under-
count unsupported/custom operations such as wavelet transforms and non-standard at-

tention kernels).

CDSM-Net is lightweight and fast in practice: FP32 inference takes 34.57 ms/im-
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age (about 28.93 FPS) with 0.818 GB peak VRAM, indicating feasibility for real-time
or near-real-time use at fixed resolution. AMP does not improve speed in our imple-
mentation (37.10 ms/image) and slightly increases peak VRAM, consistent with mixed
operator types where autocast overhead can dominate at batch size one. We empha-
size that end-to-end script throughput (including OpenCLIP conditioning, disk I/0, and
PNG saving) can be substantially lower than pure model latency; thus, the latency /FPS

numbers below best reflect the architectural efficiency of the restoration network.

Setting #Params (M) | | MACs (G) | | GFLOPs (G) | | Latency (ms) | | Peak VRAM (GB) |
CDSM-Net (FP32) 13.17 42.98* 85.96* 34.57 0.818
CDSM-Net (AMP) 13.17 42.98* 85.96" 37.10 0.994

Table 4.5: Efficiency of CDSM-Net at 256 x 256 on a Tesla P100-PCIE-16GB (Kaggle).
*MACs/GFLOPs are THOP estimates and may under-count unsupported/custom oper-
ations.

To keep the complexity discussion aligned with our methodology, Table 4.6 groups
parameters by the restoration backbone and the proposed semantic/spatial con-
trol modules. Here, the restoration backbone comprises the encoder—bottleneck—decoder
pipeline (including the bottleneck interaction blocks), operating in the wavelet-separated
feature space, and accounts for the majority of capacity. In contrast, our guidance mech-
anisms remain compact: the Multi-label Degradation Semantic Modulator (MDSM) con-
tributes 1.5438 M parameters, the Self-Gated Spatial Modulation (SGSM; implemented
via SpatialFiLM and feature-driven gating) is absorbed into the modulation layers, and
the optional tiny refiner adds only 0.3275M. This allocation matches our design intent:

introduce explicit, interpretable control signals without inflating the core reconstruction

cost.
Component Group (CDSM-Net) Trainable Params (M) |
Restoration backbone (encoder+bottleneck+decoder) 9.6390
MDSM (semantic controller; DSM module) 1.5438
Tiny refiner (optional) 0.3275
Other (head, wavelet/HF path, SGSM/SpatialFiL.M layers, fusion) 1.6587
Total 13.17

Table 4.6: Trainable parameter breakdown of CDSM-Net grouped by our methodology:
restoration backbone vs. semantic/spatial control modules.

Finally, we clarify that the bottleneck operates at fixed spatial resolution: after down-

sampling reaches a 64 x 64 latent, the bottleneck processes features at the same 64 x 64
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grid (while increasing channel capacity), which is where global-context reasoning and the
strongest semantic interactions are applied. Overall, these measurements support that
CDSM-Net remains efficient while providing explicit semantic and spatial controllabil-
ity. In particular, the parameter breakdown shows that most capacity remains in the
restoration backbone, while the semantic/spatial control modules contribute compara-
tively modest overhead; therefore, the gains reported earlier are better interpreted as

coming from better conditioning structure rather than from simply scaling model size.

4.4 Ablation Studies and Component Analysis

This section isolates the contribution of key design choices in our pipeline by ablating
one factor at a time while keeping training and evaluation protocols unchanged. The goal
is to verify that the observed gains are not incidental, but instead arise from principled
components that directly address the challenges of mixed degradations: (i) stable han-
dling of variable-resolution inputs, (ii) reliable degradation awareness under composite
corruption, and (iii) avoiding restoration artifacts caused by preprocessing biases. We
begin with input processing, since it affects every downstream module and can silently

dominate both quantitative scores and qualitative behavior.

4.4.1 Impact of input data processing

Real-world and benchmark images do not always match the network input resolution;
therefore, a preprocessing step is required to map arbitrary sizes into a fixed 256 X
256 tensor. While such resizing/padding is often treated as a minor implementation
detail, it can strongly influence restoration behavior because padding introduces artificial
boundaries and intensity statistics that the model may incorrectly learn as part of the
degradation. Figure 4.6 visualizes this effect on a representative low-+haze example,
comparing four input modes: (a) stretched resize, (b) black letterbox padding (no mask),
(c) replicate/edge letterbox padding (no mask), and (d) masked replicate padding (our
default).

Table 4.7 reports the average PSNR/SSIM on CDD-11 under the same four prepro-
cessing modes. Three consistent observations emerge. First, black padding with-

out masking is harmful (27.29 dB / 0.873), and the failure mode is visually clear
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Figure 4.6: Effect of input processing on restoration quality.

in Figure 4.6: the network tends to amplify dark padded regions into black spots or
intensified shadows, especially in naturally dark areas of the image. This indicates
that the model partially learns the padding as a signal correlated with degradation
severity, creating spurious restoration behavior near borders and in low-intensity regions.
Second, stretched resizing reduces border artifacts but introduces geometric
distortion, which typically manifests as haze-like residuals and texture inconsistencies
(28.46 dB / 0.926). Although stretching avoids explicit padding, it alters aspect ratio and
spatial frequency content, which disrupts the restoration backbone’s assumptions about

structure/texture alignment. Third, replicate padding (no mask) is substantially

Input processing mode PSNR 1+  SSIM 1
Stretched resize to 256 x 256 28.4580 0.9258
Black letterbox padding (no mask) 27.2888 0.8732
Replicate letterbox padding (no mask) 28.8458 0.9848
Masked replicate padding (ours) 29.4669  0.9883

Table 4.7: Ablation of input processing on CDD-11 (average over 11 categories)

better than black padding (28.85 dB / 0.985) because it avoids injecting unnatural

black boundaries; however, it still yields mild border bias, since replicated edges are
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synthetic content that the network may overfit to. Our final choice, masked replicate
padding, achieves a large jump to 29.4669 dB / 0.9883, and produces the cleanest
output in Figure 4.6. The key advantage is that replicate padding preserves realistic
boundary statistics, while the mask explicitly tells the loss (and implicitly the network
behavior during training) which pixels correspond to valid image content. As a result,
the model is discouraged from allocating capacity to explaining padded regions, and in-
stead concentrates restoration capacity on meaningful areas, reducing over-restoration
and suppressing padding-induced artifacts. Overall, this ablation confirms that correct
input handling is not a cosmetic detail; it is a necessary condition for stable mixed-

degradation restoration and for fair evaluation on variable-resolution data.

4.4.2 Semantic Controller Ablation (MDSM & OpenCLIP Guidance)

This section isolates how much of CDSM-Net’s performance comes from the semantic
controller (OpenCLIP guidance + MDSM routing) rather than backbone capacity alone.
We perform one-factor-at-a-time ablations: starting from the full model, we disable
exactly one component and retrain that variant under the same protocol, then evaluate
on CDD-11. The only exception is OpenCLIP Off, which is evaluated as an inference-
time stress test (the model becomes unstable if OpenCLIP is removed during training;
thus we directly quantify the failure mode at test time).

OpenCLIP guidance (inference-time stress test). Removing OpenCLIP guid-
ance produces unstable restoration behavior, including color inconsistency and artifact
amplification. This is consistent with the role of OpenCLIP in our design: it provides
a global semantic prior that reduces ambiguity about what degradations are present,
preventing the controller from collapsing into incorrect restoration behaviors when degra-
dations are composite or visually confusable.

Removing DSMixer (no «, no dynamic text). DSMixer is responsible for form-
ing a dynamic composite descriptor by mixing the degradation-text memory through
routing weights o (multi-label). When DSMixer is removed, the model loses this mixture
representation and must rely on a weaker/less adaptive conditioning signal. As shown in
Table 4.8, this causes a large drop from 29.47 dB / 0.9883 to 23.95 dB / 0.8185 on

average. The degradation is not limited to a single category; it is especially damaging
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in composite folders (e.g., low_haze_snow, low_haze_rain), which supports our claim that
explicit mixture modeling is essential for mixed-degradation restoration.

Single-label SoftMax routing vs. multi-label routing. To test whether multi-
label semantics matter beyond having a semantic signal at all, we replace sigmoid multi-
label routing with SoftMax (single-label), forcing the controller to choose only one domi-
nant degradation. This creates a systematic mismatch on composite inputs: the restora-
tion is conditioned as if the image contained a single degradation, even when multiple
degradations co-occur. Quantitatively, this reduces performance to 27.81 dB / 0.9261,
i.e., -1.64 dB PSNR and -0.0623 SSIM relative to the full model. This confirms that
composite restoration benefits from non-exclusive degradation semantics rather than
mutually exclusive classification.

OpenCLIP Off (inference-time). Finally, disabling OpenCLIP at inference yields
a catastrophic collapse (14.71 dB / 0.6046 on average), reflecting that the model’s
controller is trained to utilize semantic guidance and becomes ill-posed when this signal
is removed. We therefore treat this ablation as a diagnostic: it verifies that our gains are

genuinely driven by semantic conditioning, not by incidental architectural advantages.

Variant Avg. PSNR T Avg. SSIM 1
CDSM-Net (Full) 29.4669 0.9883
OpenCLIP Off (inference-time) 14.7054 0.6046
No DSMixer (trained ablation) 23.9461 0.8185
SoftMax routing (single-label, trained ablation) 27.8114 0.9261

Table 4.8: CDD-11 average results (mean over 11 categories) for semantic-controller
ablations.

Overall, the ablations support two conclusions aligned with our methodology goals: (i)
OpenCLIP provides a critical semantic anchor that stabilizes restoration under ambiguous
mixtures, and (ii) MDSM must remain multi-label and mixture-aware (DSMixer +

non-exclusive routing) to preserve performance on composite degradations.

4.4.3 Impact of SGSM (Spatial Selective Modulation)

Mixed degradations in real images are rarely spatially uniform: haze often dominates dis-
tant regions while shadows, blur, or low-light remain localized. Consequently, an effective

conditioning interface must encode not only what degradations exist, but also where to
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apply restoration strength. In this ablation, we evaluate a controlled evolution of con-
ditioning expressivity Channel FiLM — Multiplicative Spatial FiLM — SGSM
(ours)—while keeping all other components fixed.

(A) Channel FiLM (global modulation). Channel FiLM applies a global affine

transform per channel, constant across all spatial locations:

Yehw = ’}/C(C) O] Xe,hw + /80(0)7 [40] (44)

where (7, 8) € RB*C are predicted from the global conditioning code C. This design is
stable but implicitly assumes spatially homogeneous corruption; it risks over-correcting
clean regions (e.g., clear sky) or under-correcting severe local degradations.

(B) Multiplicative Spatial FiLM (no residual). To introduce location awareness
without the full SGSM mechanism, we modify the architecture to use the spatial gate

purely as a mask:

Gs = O'(COHlel(LNQD(FS))) , (4.5)

y =G5 ® (1(C) ® Fy) + B5(C). (4.6)

Because Gy is purely multiplicative (G € [0, 1]), this variant acts as a “soft mask.” While
it offers spatial selectivity, it lacks an identity path. If the gate predicts low values in
clean regions, it creates feature attenuation artifacts, lowering structural fidelity (SSIM).
(C) SGSM (Self-Gated Spatial Modulation, ours). Our SGSM retains the spatial
gate but applies it as a residual amplifier via (1 + G,). This ensures that clean regions
pass through with their original statistics (via the identity term) while degraded regions

receive boosted correction (via Gy):

e, Bsl = f:(C), s, B € RPXC, (4.7)
Gs = 0(Conviyy (LNop(FL))), G € [0, 1B W, (4.8)
SGSM(F;C) = (1+G,) ©m(C)0F)+ B(C) . (4.9)
—— —— N——
Local Intensity Global Style Global Bias

(Spatial Attention)

Notably, if G, — 0 (indicating a clean region), SGSM gracefully degrades to standard
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channel-wise FiLM, preserving stability.

Table 4.9: SGSM ablation on CDD-11. (Higher is better).

o 2 g 3 E 3
S F 2 : 2 2 2.
T ~ n 0
+ + + + )
o = 2 + + T [} [} as au) &
2 N = 1S 2 2 2 N N o}
. Q < < =] 9] 9] 1S < < + + >
Method Metric| = jas ~ n = = = o T = — <
(A) Channel PSNR | 27.99 33.76 34.99 27.92 28.48 28.07 22.00 32.74 27.98 24.00 22.97 | 28.26
FiLM SSIM | .9893 .9088 .8999 .8908 .9590 .8999 .9076 .8504 .8934 .9798 .8902 | .9154
(B) Multiplicative ~|PSNR| 28.75 34.06 35.26 28.26 27.09 26.10 24.00 33.83 29.44 24.23 22.03 | 28.46
Spatial FiLM SSIM | .8730 .9193 .9181 .8782 .9818 .9729 .8825 .9750 .9727 .9893 .9728 | .9396

PSNR |28.80 34.99 36.74 28.54 28.60 28.25 24.90 33.90 29.68 25.76 23.98(29.47

(C) SGSM (Ours)
SSIM |.9914 .9945 .9973 .9933 .9858 .9888 .9821 .9915 .9861 .9848 .9761|.9883

We report results in Table 4.9. The progression demonstrates that while adding spa-
tial awareness (B) improves general restoration (PSNR 28.26 — 28.46), it struggles with
structural preservation in complex mixtures. This is consistent with the formulation in
Eq. (4.6): because the gate is purely multiplicative, low gate values can suppress useful
clean-region features together with corrupted ones, which lowers structural fidelity even
when average restoration strength increases. By adding the residual self-gate, SGSM (C)
achieves the best of both worlds: it leverages the intent from the global code and the
location from the spatial gate, while the (1 + G) path preserves an identity route for
cleaner regions. As a result, SGSM improves both fidelity (29.47 dB) and structural sim-
ilarity (0.9883), supporting our claim that mixed degradations require spatial selectivity

without sacrificing feature stability.

4.5 Discussion

In this thesis, we aimed to improve mixed-degradation image restoration, where degra-
dations co-exist and interact in ways that challenge many recent all-in-one restorers.
Although unified backbones achieve strong results on single or narrowly-defined degrada-
tions, prior work often assumes mutually exclusive degradation control, applies guidance
mostly as a global signal, or depends on explicit degradation maps/masks that are rarely
available in real images. In practice, these choices make restoration less controllable under
non-exclusive mixtures and particularly fragile when blur co-occurs with atmospheric or
weather artifacts, where edge cues are suppressed and degradation cues become ambigu-
ous. These gaps are evident when comparing composite-aware baselines such as OneRe-

store [21] against broader restoration backbones (e.g., Restormer [13], MPRNet [36],
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MIRNet [62]), motivating a design that keeps composite semantics interpretable while
enabling spatially selective correction under mixed degradations.

To address these gaps, we proposed the Composite Degradation Semantic Modula-
tion Network (CDSM-Net), which separates “what degradations are present” from “how
features should be restored.” We integrate vision-language priors using CLIP [30], then
project the image embedding through a learnable degradation prototype memory to pro-
duce a multi-label routing signal and a compact global code, reducing irrelevant (non-
degradation) content in the raw embedding. We further introduce self-gated spatial mod-
ulation to inject this global context selectively across regions without external masks, and
we use explicit frequency decomposition in the backbone to strengthen detail recovery in
blur-centric composites. These design choices were validated using the CDD paired com-
posite benchmarks, blur-centric composite stress tests, real-world no-reference evaluation,
and ablations that isolate each component.

Overall, the experimental evidence shows that this structured design improves both
performance and controllability under composite inputs. On the CDD composite bench-
mark, CDSM-Net achieves state-of-the-art average SSIM and remains competitive in av-
erage PSNR, outperforming OneRestore in SSIM while staying close on PSNR, [21]. Under
blur-centric mixtures, explicit frequency separation combined with semantic modulation
yields stronger robustness trends than prompt-only conditioning. Ablations further con-
firm that removing the semantic controller, spatial modulation, or frequency-aware design
causes clear degradation, indicating that the gains do not come from backbone capac-
ity alone. Importantly, the desirable properties introduced in Chapter 1 are evaluated
here operationally rather than through a single benchmark number: semantic awareness
is supported by the semantic-controller and routing ablations, spatial specificity by the
SGSM modulation ablation and localized qualitative behavior, interpretability by the
inspectability of the routing weights «;, composite robustness by the category-wise com-
posite and real-world evaluations, and stable optimization by the convergence /uncertainty
analysis. This makes the evaluation logic consistent with the problem statement: each
desirable property is linked to a specific empirical test rather than asserted abstractly.

Based on these experimental observations, we now proceed to answer the research

questions posed at the outset of this thesis. Each answer states the implementation
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choice directly and then summarizes the supporting evidence from our comparisons and
ablations.

e How can vision—language priors be integrated to produce an interpretable,
multi-label representation of non-exclusive mixed degradations?

We integrate vision—language priors by extracting a CLIP image embedding and then
converting these raw VLM features into an explicit degradation-focused representation
using a learnable prototype memory bank. Because a raw CLIP embedding can be dom-
inated by scene/content semantics and may carry limited direct degradation specificity,
we project the image embedding through a learnable query and match it against a set of
learnable degradation text prototypes, producing similarity scores that are turned into
a sigmoid-based multi-label mixture vector. This multi-label mixture acts as a semantic
bottleneck that retains degradation-relevant cues while suppressing unrelated content in-
formation, and it is used to synthesize a dynamic degradation descriptor that, together
with the CLIP features, forms the compact global conditioning code injected into the
restoration network. The effectiveness of this integration is supported by our ablations:
removing the routing/memory mixing or forcing single-label control reduces composite
robustness and increases degradation confusions, while the multi-label prototype-based
routing yields more stable behavior on non-exclusive composite and blur-centric inputs
and provides an interpretable mixture signal that can be inspected alongside the restored
output.

e How can global semantic context be spatially modulated to restore lo-
calized degradations without relying on external spatial priors (e.g., masks or
degradation maps)?

We achieve spatial modulation by injecting the global conditioning code through a
self-gated spatial FiLM mechanism in which the spatial gate is predicted from interme-
diate feature maps, allowing the same global semantic context to be applied differently
across regions without any external masks or degradation maps. This implementation
makes modulation content-adaptive and spatially selective rather than uniformly global.
The benefit is supported by the modulation ablations: self-gated spatial modulation
reduces the common global-conditioning failure of over-correcting clean areas and under-

correcting localized corruption, and it consistently improves restoration fidelity compared
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to purely global or simpler spatial modulation variants. This is confirmed by the con-
trolled FiLLM ablation (Channel FiLM — Multiplicative Spatial FiLM — SGSM), where
SGSM achieves the strongest average performance and the best structural preservation
(Table 4.9).

e To what extent does explicit frequency decomposition reduce spectral
bias and improve detail recovery under blur-centric and composite degrada-
tions?

We reduce spectral bias by explicitly decomposing the input into low-frequency struc-
ture and high-frequency details using wavelet factorization, then processing and fusing
these bands with a backbone designed to preserve structure while recovering fine textures
and edges. This implementation ensures that detail recovery is not left to implicit fea-
ture learning alone, which is typically biased toward low-frequency content under heavy
blur. The impact is supported by blur-centric composite evaluations: the frequency-
decomposed design recovers sharper edges and more coherent textures and avoids the
oversmoothing compromise observed in backbone-only or non-decomposed variants, par-
ticularly when blur co-occurs with other degradations.

e How does dynamic multi-objective learning affect training stability and
balanced performance across competing restoration objectives?

We implement dynamic multi-objective learning by using adaptive loss balancing
(uncertainty-weighted weighting) so that competing objectives are scaled automatically
during optimization, reducing gradient conflict across degradations and restoration tar-
gets. This implementation prevents a fixed set of weights from dominating training and
improves stability when objectives pull the model in different directions. The effect is
supported by training behavior: adaptive balancing yields smoother convergence and
more consistent improvements across mixed degradations than fixed-weight training, and
it reduces instability and objective collapse that appear when competing losses are not

balanced appropriately.

4.5.1 Key Findings

e Explicit degradation representation improves mixed-degradation con-

trollability. The controller design (multi-label degradation mixture and global
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conditioning code) provides a concrete variable that can be inspected and com-
pared across inputs. This reduces ambiguity in composite cases where multiple
degradations co-activate, and it enables the model to avoid hard single-choice con-
ditioning that is misaligned with real mixed degradations. This claim is supported
by our semantic-controller ablations, where removing mixture formation or forcing
single-choice routing consistently reduces composite restoration quality relative to

the full multi-label controller.

Spatially selective modulation reduces “global compromise” behavior.
The SGSM mechanism supports spatial heterogeneity by allowing the same global
code to be applied differently across regions. Empirically, this improves localized
artifact removal (e.g., streak-like patterns) while preserving less-degraded areas, in-
dicating that spatial selectivity is a practical substitute for unavailable pixel-level
degradation masks. This is corroborated by the controlled modulation ablation,
where the full SGSM variant consistently outperforms global-only and simpler spa-
tial modulation baselines, indicating that spatial selectivity improves both fidelity

and structural preservation under mixtures.

Frequency-aware decomposition stabilizes detail recovery under blur-
centric mixtures. The wavelet LF/HF separation introduces an inductive bias
that helps preserve structural content (LF) while explicitly targeting high-frequency
degradation remnants (HF). This is especially relevant when blur co-occurs with
other degradations, since blur can mask the cues needed by conventional restorers
to recover fine details. Consistent with this, our blur-centric robustness evalua-
tion shows that CDSM-Net improves over a strong composite-aware baseline on
blur-driven composites, indicating more reliable detail recovery when blur masks

discriminative cues.

Multi-objective balancing is necessary for mixed restoration. Composite
restoration introduces competing gradients (e.g., denoising vs. sharpening; dehaz-
ing vs. noise amplification). The training-stability results support that adaptive
loss balancing is not merely an optimization trick, but a requirement to prevent

collapse or oscillation when the model must satisfy multiple restoration behaviors
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simultaneously. Empirically, adaptive balancing produces smoother convergence
and stronger late-stage restoration trends than fixed-weight training, indicating re-

duced gradient interference among competing objectives.

e The semantic controller improves composite-restoration controllability.
The predicted multi-label degradation scores provide a structured intermediate con-
trol signal that helps the backbone avoid hard single-choice conditioning under
mixed degradations. In this thesis, the main evidence for this claim comes from
the semantic-controller ablations and the multi-label versus single-label compari-
son, where constraining the controller or removing mixture formation consistently

reduces restoration quality.

4.5.2 Limitations

e The weakest real-world generalization is observed on NH-HAZE, indicating that
haze correction learned from our synthetic composite protocol does not fully transfer
to real, spatially varying atmospheric scattering with strong depth- and illumination-
dependent effects. In such cases, locally aggressive enhancement can improve vis-
ibility but still yield non-natural statistics, suggesting that stronger physics-aware

constraints or real-haze adaptation would be beneficial.

e Snow-heavy regimes remain challenging, especially when snow behaves as occlu-
sion/accumulation rather than thin airborne streaks, which can dominate pixel-
level error even when global structure is preserved. In addition, visually correlated
weather cues can occasionally lead the semantic controller to partially co-activate
related primitives (e.g., snow with rain), implying that more discriminative degra-
dation prototypes and harder negative supervision are needed for robust separation

under ambiguous scenes.
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Chapter 5

Conclusion and recommendation

5.1 Conclusion

Mixed-degradation image restoration remains challenging because real corruptions rarely
occur in isolation and often vary across regions of the same image. Although recent all-in-
one restoration methods have improved generality, several limitations persist: many ap-
proaches still rely on implicitly single-label assumptions that do not reflect non-exclusive
mixtures; conditioning is frequently applied globally, making it hard to handle region-
wise composites without external masks; and spectral bias can limit detail recovery under
blur-centric and heavily mixed conditions. In addition, distribution shift between syn-
thetic composites and real captures (especially non-homogeneous haze and occlusion-like
snow) continues to expose robustness gaps. And many existing systems provide limited
interpretability for composite decisions.

To address these issues, we proposed the Composite Degradation Semantic Modu-
lation Network (CDSM-Net), which separates degradation understanding from restora-
tion execution. Our first contribution, the Multi-label Degradation Semantic Modulator
(MDSM), leverages vision—language priors and a degradation-text memory to produce
an interpretable, non-exclusive degradation state that can represent mixtures instead of
forcing a single mode. Our second contribution, Self-Gated Spatial Modulation (SGSM),
injects the global semantic code selectively across spatial regions using a feature-derived
gate, enabling localized restoration without requiring segmentation masks or degradation
maps. Our third contribution, the WAVeViM backbone, applies explicit wavelet fre-
quency decomposition to reduce spectral bias by separating low-frequency structure from
high-frequency detail, strengthening restoration in blur-centric and composite regimes.

Extensive experiments show that our structured design improves stability and restora-

tion quality under mixed degradations across both paired and real-world evaluations.

On CDD-11, CDSM-Net achieves 29.47 dB average PSNR and 0.9883 average SSIM,



delivering very strong structural preservation while remaining highly competitive in fi-
delity; on the blur-centric CDD-13 subset, it reaches 32.2104 dB on Blur and 28.3501
dB on Blur+Haze (average 30.2802 dB), confirming the benefit of frequency-aware
restoration when blur suppresses discriminative cues, and it maintains a strong full CDD-
13 average of 29.5920 dB / 0.9893. Real-world no-reference results further highlight
both strengths and remaining challenges: the model achieves the best NIQE on LOL-v2
(5.1309).

In conclusion, this thesis shows that combining multi-label vision-language guid-
ance, mask-free spatially selective modulation, and explicit frequency-aware restora-
tion yields an effective and interpretable solution for mixed-degradation image restora-
tion. A remaining limitation is reduced robustness on snow-heavy composites and non-
homogeneous real haze, motivating the future work directions outlined in the next section.
Overall, this thesis provides evidence that mixed-degradation restoration benefits from ex-
plicit, interpretable degradation semantics combined with spatially adaptive conditioning
and frequency-aware restoration, advancing the practical reliability of all-in-one models

in real-world settings.

5.2 Recommendations and Future Work

Although the proposed approach achieves strong performance on composite benchmarks
and shows promising behavior on challenging low-light restoration, the following rec-
ommendations describe direct continuations of our formulation (MDSM, SGSM,
WAVeViM) and the CDD protocol used in this thesis. For researchers reusing our data
protocol, we recommend reporting single vs composite statistics and severity ranges and
extending the protocol with new mixtures/intensity levels to stress-test generalization.
For clarity, each item is stated as a compact gap — extension — evidence direction

to support measurable improvements in mixed-degradation restoration.

e Stronger semantic controller training (separate MDSM training). FEvi-
dence: improved multi-label routing reliability (e.g., calibration/ECE) and higher
PSNR/SSIM on composite categories. A practical direction is to pre-train the se-
mantic controller independently before full end-to-end restoration training. For

example, MDSM can be trained with explicit multi-label supervision on compos-
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ite mixtures to stabilize routing behavior early and reduce degradation confusion.
This can also include harder negative sampling that specifically targets commonly
confused pairs (e.g., snow vs. rain, haze vs. smoke) to make the routing signal more

discriminative.

Degradation-aware CLIP adaptation using degraded—clean pairs. FEuvi-
dence: reduced content leakage in degradation embeddings and measurable gains on
composite-category restoration. The current vision—language priors can be further
aligned to restoration by fine-tuning (or distilling) CLIP-style encoders on degrad-
ed/clean pairs so that embeddings encode degradation attributes more directly,
rather than being dominated by scene content. A degradation-contrastive objective
that pulls together embeddings of the same degradation mixture while separating
different mixtures can improve prompt—degradation alignment and reduce semantic

leakage from content.

Scale training data and composite diversity (triple mixtures and richer
augmentation). Fvidence: gains on held-out mizture severities/combinations and
reduced worst-case composite error. Future training should expand beyond limited
composite combinations and include more diverse degradation orderings and inten-
sities, including three-or-more degradation mixtures as a standard stress case. Data
augmentation can be strengthened with small-angle rotations (e.g., 4-5 degrees),
stronger photometric perturbations, and more realistic blur kernels and noise mod-

els, improving robustness to unseen camera motion and capture variability.

Improve real-world robustness with paired real datasets and physics-
grounded constraints. FEvidence: improved no-reference quality (e.g., NIQE)
and fewer artifacts on non-homogeneous haze and snow-heavy scenes. To address
failures on non-homogeneous haze and snow-heavy scenes, incorporating paired
real-world datasets (where available) and stronger physically grounded constraints
is recommended. For haze, adding global airlight consistency and depth-aware regu-
larization can reduce over-local contrast artifacts that no-reference metrics penalize.
For snow, more diverse real snow appearances and occlusion-aware objectives can

better distinguish structured snow from scene texture and illumination effects.
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